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Abstract—Normals 1 have been used in geometry acquisition
and rendering for years. However, modeling with normals is
limited because of the lack of formally defined operations. We
present surface normal operations built on two key ingredients.
First, a separation of models in two levels, while the base
surface is represented by positions in a mesh, the details
are only represented through normals in a parametric space.
We edit the detail normals, while the base surface remains
unchanged. In this way, we do not require a reconstruction step.
Second, our editing operations are performed in an orthogonal
projection. Besides being more intuitive for the user, normals
in this mapping are in fact an RGBN image. This lets us define
normal operations including combination, sketching features,
filtering, warping and texture synthesis. Since we build custom
orthogonal charts for operations, processing is not restricted
to the original charts.
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I. INTRODUCTION

Shapes in the real world are very detailed, as such it is
crucial to have computer models which can represent well
even the finest turns in a surface. In this work we investigate
the representation and manipulation of fine surface details.
More specifically, we process details in the shape of normal
maps.

Rendering high resolution models is a difficult task.
One reason is most methods treat all geometric scales
equally, e.g. representing all scales in a mesh. However,
different geometric scales contribute in different ways. The
macrostructure is the general shape of the model, usually
represented as a triangle mesh or a spline surface. The
mesostructure level contains intermediate geometric details
that are visible with a naked eye such as bumps and creases.
In this work we will focus on processing mesostructure.

We will represent a surface by the combination of its
macro and mesostructure, also called base surface and
details. It remains an open question how to represent
mesostructure. In this work, we chose to represent it in the
form of normal maps. Normal mapping provides a good
compromise of quality and generality, being supported in
many hardware architectures.

Normal maps can be obtained by simplifying a highly
detailed model [1]. However, starting with a high-res mesh
is not easy. While modelling is labor intensive, 3D scanners
have problems with high frequency noise. An alternative

1This is a short version of a Master’s dissertation presented to IMPA
(www.impa.br/˜lvelho/tspereira/tspereira-ms-thesis.pdf).

Figure 1. We project attributes, creating the temporary chart. All operations
are performed in this chart. Finally, all changes are mapped back to the
original atlas.

is acquiring normals with photometric methods for details
together with a low resolution mesh [2] which leads to the
representation we use. In short, we know how to capture
normals and we know how to render normals, but how
should we process normals? This is the main problem
addressed in this work.

In short, our solution consists of projecting normals
from a texture atlas in an orthogonal chart. We show how
this domain is appropriate for defining normal operations.
Finally, we transfer the details back, updating the atlas. In
the orthogonal chart domain, we have color and normal
attributes per pixel, i.e. an RGBN image [3]. Our primitive
operations are defined for the RGBN image, as such they
can be used even without a base surface. However, the most
flexible results are obtained with the separation of base and
details. It overcomes the fixed viewpoint limitation of the
RGBN image. Our main contributions in this work are:

• A surface normal editing process employing a separa-
tion of base surface and details;

• Methods to manipulate the RGBN image including
painting normals, filtering, combination and warping
published at Sibgrapi 2009 [4].

• An RGBN texture synthesis pipeline for enhancement
via normal transfer published at Grapp 2010 [5].

• An implementation using point based graphics to trans-
fer attributes between the temporary chart and the atlas.



II. RELATED WORK

There are multiple representations and algorithms for
modeling geometry interactively. There are methods that
represent geometry directly with an irregular triangle mesh.
Multiple methods have been developed that map free-form
user specifications to mesh deformations preserving details
[6], [7]. These approaches have limitations regarding the
resolution of the models they work. The reason is they
represent both macro and mesostructure in a mesh, which is
a non-hierarchical model leading to large linear systems. But
the main problem with meshes is their lack of regularity. On
the contrary, subdivision surfaces have an irregular control
mesh but are regular after a few subdivision steps. However,
similar to meshes, they do not include a multiresolution
editing semantics. There is no way of changing the mesh
broadly while maintaining details.

These limitations led Zorin et al [8] to propose the
multiresolution surface, i.e, a multiresolution representation
based on subdivision. It is composed of a base surface
and details stored in local coordinate systems at different
levels of resolution allowing multiresolution editing. Similar
surfaces have been used to produce highly detailed surfaces
in sculpting commercial packages. On the contrary, we do
not employ a full multiresolution decomposition, we only
work with two scales: macro and mesostructure.

Our method maintains an irregular mesh as a base mesh,
but parametrizes it to obtain a regular representation for
details. Many solutions have been introduced to parametrize
a mesh [9]. In particular, some methods involve first parti-
tioning the mesh and parametrizing it into multiple charts
to reduce distortions. Unlike unparametrized meshes and
subdivision surfaces, a model together with a texture atlas
let us use different but appropriate representations for macro
and mesostructure.

We decompose the model into a base surface and de-
tails. Detail decompositions be classified into scalar and
vector-based approaches. Blinn [10] first proposed to think
of the surface as a smooth base enhanced with a scalar
displacement in the normal direction when he presented
bump-mapping. However, he only used displacements for
rendering. In addition, many modeling applications have
been presented [11], [12]. These two works also propose
how to decompose a surface.

Instead of scalar displacements, other techniques store a
arbitrary 3D vectors [13]. Krishnamurthy [14] proposed to
fit a dense polygon mesh with smooth B-splines and store
vector displacements to recover the true surface.

In our work, we assume the surface can be described
by a scalar displacement in the normal direction. However,
instead of working with the scalar function itself, we only
store the normals of the displaced surface, similar to the
approach of Cohen et al [1]. They simplify a mesh and
store a normal map for faster rendering while preserving

Figure 2. Texture atlas.

appearance. While normal mapping and the original bump
mapping employ this separation with a rendering point of
view, we propose methods to process this representation
by formally defining normal operations. In this way, we
bring this hybrid representation to modeling applications.
This decomposition choice helps with maintaining a uniform
compact representation over many modeling related stages
including capture and rendering.

Normal operations with textures have been proposed
before. In Normalpaint [15], the authors present extrusion
of simple shapes, however their method cannot process
existing normals only create normals from scratch. Different
signal processing techniques for normals were presented by
Toler-Franklin et al [3]. We extend their work on filtering
and present new RGBN image operations. Besides works
with textures, filtering normals has been presented in other
domains like triangle meshes or volumetric images.

III. SURFACE NORMAL PROCESSING

We use a texture atlas to map the surface to texture space.
We require two attribute functions defined on this atlas:
fine scale normals for details and coarse scale positions for
the base surface (Figure 2). A simple solution for normal
editing would be to let the user edit the charts directly.
However, this solution is neither transparent nor intuitive
for the user. We chose to perform all editing operations in a
temporary chart custom built for each operation. In fact, this
chart is just an orthogonal mapping of the surface. Normal
operations are easier to define in this mapping (Section
IV). Our editing process (Figure 1) consists of projecting
attributes in the atlas, creating the temporary chart where
operations are performed. Finally, all changes are mapped
back to the original atlas.

The separation of macro and mesostructure is a key point
in this work. Since we propose a solution for editing the
mesostructure or details, we assume the macrostructure is
fixed. We show how this assumption can be used to design
more efficient editing methods. Our representation follows
the original definition by Blinn [10]. In his work, the final
surface f : M → R3 consists in details added in the base
surface’s b : M → R3 unit normal direction N b by a scalar
height function h : M → R:

f(x) = b(x) + h(x)N b(x)



Figure 3. In addition to the base surface positions b, we store the original
surface normals Nf . We do not have the surface f explicitly, it is implicitly
defined by its normals.

Figure 4. Normals are converted to displacement gradients. Operations
are performed in the gradient domain denoted by the dashed line.

However, we do not store h, we only store b and the
unit normal Nf of the original surface f (Figure 3). Notice
that this information is not enough to easily obtain f . But
we know that for each known normal field Nf there is an
unknown scalar displacement h.

A. Detail Processing

In this section, we present the conversions between sur-
face normals and scalar detail gradients. In the next section,
we define different operations on these gradients.

We start by presenting the conversion between the normal
N and the detail gradient hu, hv (Figure 4). In the orthog-
onal mapping, the surface f can be written as f(u, v) =
(u, v, z(u, v)), whose tangent vectors can be obtained using
the identities zu = −n1/n3 and zv = −n2/n3. Next we
convert to hu, hv by using the formula hu =< fu, N

b >.
We defer the discussion of gradient operations to the next
section. Our method allows us to change only the details h
keeping the base surface b untouched. After an operation, we
convert from gradients back to normals. First, we convert to
tangent vectors using the approximation fu = bu + huN

b,
since we do not have the scalar displacement h. Finally, we
use the vector product.

Displacements in the normal direction are useful. How-
ever, one useful operation is deforming the surface in the
camera’s direction. This is currently available in mesostruc-
ture commercial packages. The above method can be simply
adapted, instead of working with hu, hv , we simply work
with height gradients zu, zv .

Figure 5. We used gaussian filtering in the editing chart to remove color
acquisition seams.

B. Editing Chart

As our problem is editing mesostructure, we can assume
the base surface is fixed. The fixed topology of the base
surface lets us represent our surface using a texture atlas.
Geometry will be represented by functions on the charts.
Ideally, we would like a manifold representation. It would let
us work in a differentiable chart for any point on the surface.
However, building such a representation is a hard problem.
The main difference between the manifold and the texture
atlas is chart overlaps. Since attributes are defined on the
charts, it is very important that we keep the charts disjoint.
On the other hand, it is inconvenient for editing attributes,
since a neighborhood of a point may not be contained in
a single chart. For example, if we were to filter color, we
would evaluate an integral over each point’s neighborhood.
Processing charts separately creates undesired seams.

An editing operation starts by building an overlapping
chart around the region of interest, in fact a temporary
editing chart (Figure 1). Next, attributes are transfered from
the intersecting charts to the editing chart where we operate.
Finally, attributes are mapped back.

Using the editing chart, neighborhoods of each editing
point will be fully contained in the parametrization. This
characteristic is very important for filtering. For example,
in Figure 5, we used gaussian filtering to remove lighting
differences between charts. By respecting the object’s topol-
ogy, color leaks between the charts and leads to a seamless
result.

While many possible editing chart parametrizations would
be possible, in this work we chose to focus on orthogo-
nal projection editing charts. Orthogonal projective editing
charts have the following advantages:

• Big neighborhoods are fully represented;
• Support of efficient image-based operations;
• Easy to implement normal operations;
• Mappings implicitly defined by surface and camera

position. No extra texture coordinates required;
• Intuitive for user manipulation.
One disadvantage is the loss of signal quality during the

texture transfers. Proper resampling must be performed to
avoid it. In Chapter 5 of the thesis [16], we discuss the
computational aspects of transferring signals between charts.



IV. RGBN IMAGE EDITING

During our surface normal processing method, we have
color and normal attributes mapped to the orthogonal chart.
If we think of the attributes themselves in this new domain,
we are left with RGBN images [3], i.e images that contain
color and normals per pixel. In this section, we present
operations to edit the normals of the RGBN, including
filtering, combination and warping. The key idea is looking
at normals as gradients of scalar functions. We discuss the
case of a height function z for the RGBN. Analogously, we
could work with the detail function h.

A. Filtering

The simple way to filter an RGBN is to consider each
channel of a 6D (color + normal) image separately and
convolve it with a kernel. Since the resulting normals would
not have unit norm, a normalization step would follow.
While this approach works for low pass filters, it may not
even be defined for high pass filters. We follow a different
approach that enables any linear filter (Figure 6) .

We are interested in establishing the equivalence between
a filter in a height map representation of a surface and its
normal representation. We do not want to obtain a height
map explicitly, but it is a good abstraction to develop filters
for normals. So we are looking for a filtering algorithm that
takes the normals of a height map Nz and produces the
normals of the filtered height map Nz∗g . Conceptually we
can go from Nz to zx, zy and then to z itself. We proceed
by convolving z with a kernel g. With this new surface
at hand, we can simply differentiate and take the vector
product to obtain Nz∗g . In practice, it suffices to filter the
gradients directly since derivatives and convolution commute
(z ∗ g)x = (zx ∗ g).

B. Combination

Another application of gradients to normal processing is
combining normal fields (Figure 7). We would like combi-
nation to preserve integrability and frequencies. Notice that
simply adding the normal vectors and renormalizing does
neither. We propose the linear combination model which
is integrability and frequency preserving. This is crucial
for editing normal maps, since we usually want to edit
mesostructure (normals) without affecting macrostructure
possibly encoded in a different representation.

In the linear model we would rather look at the normal
fields as derivatives. Just like in the previous section, suppose
we could add height functions b and h, respectively base
and details. By linearity of the gradient, w = O(b + h) =
Ob + Oh. So even if we do not have heights, we can still
obtain the new gradient and thus the new normals. The new
field is trivially conservative. It is also frequency preserving,
if a frequency band is not present in the details, it will be
unharmed in w. To replace a given band, we can use a band
removal filter in the original RGBN.

(a) Original Normals (b) High-pass filter result

Figure 6. We can apply any linear filter to normals. We eliminated the
low-frequencies related to shape and retain the high-frequencies related to
texture using a high-pass filter. Shaded images under a directional light.

Figure 7. Branches were created on the soldier’s skirt.

C. RGBN Image Warping

In the image warping problem, we are interested in
transporting attributes from one domain Ω to another Λ. We
assume both domains are related by a diffeomorphism W.
Transporting color amounts to using the field W to reference
a point in Ω. This simple solution fails for warping normals.
Normals have to rotate, twist and stretch according to the
warping field. If we had a 3D warping function, we could
transform the normals. However, all we have is a 2D warp.
Our solution consists of looking at normal vectors as 2D
gradients and warping gradients.

Given a gradient field g. Define g∗ : Λ → R2, g∗(x) =
g ◦W(x) ·DW(x). We say g∗ is the field g warped by W.
In other words, copy the gradient vector with the warping
field and multiply it by the warping Jacobian. This gradient
warping rule is equivalent to copying the heights directly
because of the chain rule g∗ = g · DW = ∇z · DW =
∇(z ◦W). We show results of using multiple sketches to
define an arbitrary warping of an RGBN image. As can be
seen in Figure 9, RGBN image warping can be used with
relighting to produce correct shadows and highlights.

D. Normal Synthesis

We have also developed a texture synthesis method to edit
large regions of an RGBN image changing both color and
normals. Editing regions by individually addressing local
changes can be painstaking to artists. We use a texture
from example method that takes as input only a small
sample of the desired texture and then reproduces it in a



Figure 8. Overview of the method. Inputs: a) RGBN image, c) texture exemplar. Filtered inputs: b) smooth RGBN image, d) texture detail. Results: e)
color, f) normal (represented in RGB colors) and g) shaded RGBN image.

(a) (b) (c)

Figure 9. User strokes; (b) final result with simple color warping; (c) final
result using warped normals.

large region. Our system can synthesize normal textures on
RGBN images, never using positions. Regarding synthesis,
an advantage of working with RGBN images is that the
projective mapping distortions on the synthesized textures
can be corrected using normals. As a result, the texture sticks
to the surface. However, since we do not want the texture
to follow every small surface irregularity, we separate the
normals into base and detail bands.

Our method (Figure 8) receives as input an RGBN image
(a) and an RGBN examplar (c). It has three steps. First, in the
frequency splitting step, we low-pass filter the normal image
(b) removing details and we high-pass filter the examplar
normals (d) removing the base shape. Second, in the texture
synthesis step, we synthesize both the colors (e) and normals
(f) of the examplar on the smooth normals (b) compensating
for foreshortening distortions similar to Zelinka et al [17].
Finally, in the combination step, we merge the synthesized
normal details with the smooth RGBN image.

V. RESULTS

In this section, we present some results of our surface
normal processing method. They show that the editing
chart is an effective way to add details. All results use
displacements in the camera direction for combining details.
All facial images in this section are shown illuminated by a
light source in the same position as the camera.

Figure 10 shows an x-shaped scar added to a face and
an example of sketch based carving. Sketching features is

an application of warping in which we warp and combine a
custom deformation profile along an input path.

Since our method is image-based, many image algorithms
can be directly used for surface normals. For example, in
Figure 13, we have used the RGBN bilateral filter previously
proposed in [3] to denoise preserving edges.

We use multiple viewpoints to perform more complex
attribute editing. We used blending for colors and normals
to avoid creating seams between editing charts. In Figure
11, bricks were added to the face. We have varied the scale
of the bricks manually to better match geometry. In Figure
12 we added multiple bumps creating a reptile appearance.

VI. CONCLUSION

In this work, we focused in representing and processing
normals in surfaces using a base surface and detail sepa-
ration. Our solution transfers the textures to a temporary
editing chart. We presented methods for processing normals
in RGBN images including a normal synthesis pipeline.

Our method provides a unified representation for acquisi-
tion, processing and rendering of detailed 3D objects. There
is no need to enhance a mesh with acquired normals during
acquisition. As for real-time rendering, in our method what
you see is what you get, as opposed to current modelling
methods which project details at the end. In addition, as
normals are already derivatives, they should be an appropri-
ate representation for sharp features. However our present
point-based rendering method limits these applications. The
reason is image-based methods involve frequent resampling
that can lead to a loss in quality. An additional disadvantage
of our formulation is requiring that the details be represented
as a scalar displacement, imposing restrictions on the base
surface. Finally, our operations are not intrinsic, i.e., they
depend on the editing chart.

In future work, we are interested in using photogram-
metric mapping methods or registration techniques to ease
the acquisition of macro and mesostructure. Additionally,
we would like to develop additional sculpting operations in-
cluding new brushes and blending modes. Moreover, we can
avoid resampling by defining normal processing directly in
the original parametrization. Finally, some mesh processing
operations are easier to specify using normals. In particular,



shading-based and gradient-based operations. However, to
leverage to power of normal operations, we would need a
method to change positions to reflect changes in normals, an
integration engine. This would allow a dynamic and adaptive
separation of macro and mesostructure.
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[9] K. Hormann, B. Lévy, and A. Sheffer, “Mesh parameteriza-
tion: theory and practice,” in SIGGRAPH ’07 courses.

[10] J. F. Blinn, “Simulation of wrinkled surfaces,” SIGGRAPH
Comput. Graph., vol. 12, no. 3, pp. 286–292, 1978.

[11] A. Lee, H. Moreton, and H. Hoppe, “Displaced subdivision
surfaces,” in SIGGRAPH ’00.

[12] R. Zatzarinni, A. Tal, and A. Shamir, “Relief analysis and
extraction,” in SIGGRAPH Asia ’09.

[13] H. Biermann, I. Martin, F. Bernardini, and D. Zorin, “Cut-
and-paste editing of multiresolution surfaces,” ACM Trans.
Graph., vol. 21, no. 3, pp. 312–321, 2002.

[14] V. Krishnamurthy and M. Levoy, “Fitting smooth surfaces to
dense polygon meshes,” in SIGGRAPH ’96.

[15] M. Bammann Gehling, C. Hofsetz, and S. Raupp Musse,
“Normalpaint: an interactive tool for painting normal maps,”
Vis. Comput., vol. 23, no. 9, pp. 897–904, 2007.

Figure 10. This examples shows an x-shaped scar added to a face. In
addition, sketching with a negative profile can be used to dig the surface.

Figure 11. We added an RGBN image containing bricks to face model.
We have varied the scale of the bricks manually to better match geometry.

Figure 12. Face with multiple bumps added, creating a reptile appearance.

Figure 13. Bilateral filtering denoises normals preserving features.

[16] T. Pereira, “Normalshop: Modeling surface mesostructure,”
Master Thesis, IMPA, 2010.

[17] S. Zelinka, H. Fang, M. Garland, and J. C. Hart, “Interactive
material replacement in photographs,” in GI ’05.


