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Resumo

Neste trabalho nós apresentamos uma famı́lia de métodos projetados para rep-
resentar hiperf́ıcies definidas implicitamente de maneira a satisfazer restrições
prescritas. Esses métodos surgem naturalmente de um arcabouço teórico de in-
terpolação generalizada em espaços de funções induzidos por certas funções de
base radial (RBFs). Nós começamos apresentando alguns resultados da teoria de
recuperação ótima em espaços de Hilbert e da interpolação de Hermite-Birkhoff
por meio de RBFs. Após as preliminares matemáticas, nós introduzimos as Her-
mite Radial Basis Functions (HRBF) Implicits como uma representação para
superf́ıcies impĺıcitas surgindo naturalmente do caso particular de interpolação
de Hermite (de primeira-ordem) com RBFs. As HRBF Implicits reconstróem
uma função impĺıcita que interpola ou aproxima dados de Hermite multivariados
e espalhados (i.e. pontos não-estruturados e suas normais correspondentes) e
sua teoria unifica uma classe de métodos de reconstrução de superf́ıcies baseados
em RBFs introduzida recentemente os quais incorporam as normais diretamente
em suas formulações. Essa classe tem a vantagem de não depender de pontos
introduzidos artificialmente fora da superf́ıcie para garantir a existência de um
interpolante RBF não-trivial. Esse arcabouço não apenas nos permite mostrar
conexões entre o método apresentado e outros da literatura como também nos
possibilita melhorar a flexibilidade desse método garantindo a boa-colocação
de uma abordagem promissora a qual combina interpolação e regularização.
Experimentos sugerem que as HRBF Implicits possibilitam a reconstrução de
superf́ıcies ricas em detalhes e se comportam melhor que métodos relacionados
mesmo sob condições de amostragem não-uniforme e/ou esparsa, ainda que na
presença de folhas próximas. Em seguida à apresentação das HRBF Implicits,
introduzimos outras formulações as quais relaxam as hipóteses na natureza dos
dados. Com efeito, nós começamos relaxando o requesito de coerência entre
as normais dadas e apresentamos duas abordagens diferentes para recuperar
hiperf́ıcies definidas implicitamente a partir de pontos e direções normais, uma
das quais envolve a resolução de um sistema linear e outra baseada na resolução
de um problema de autovalor. Após isso, mostramos uma formulação a qual
não requer normais mas ainda assim consegue reconstruir uma função impĺıcita
não-trivial pelo cálculo de normais “optimais” num sentido natural via a res-
olução de outro problema de autovalor. Nossa última formulação supõe que o
conjunto de dados consiste de pontos sobre a superf́ıcie a direções tangentes
correspondentes, um cenário natural na reconstrução de superf́ıcie a partir de
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curvas de contorno e em sistemas de modelagem baseados em traços à mão livre.
Conclúımos com resultados de uma série de experimentos e com uma discussão
sobre perspectivas e investigações futuras.



Abstract

In this work we present a family of methods designed to represent implicitly-
defined hypersurfaces satisfying prescribed constraints. These methods arise
rather naturally from a theoretical framework of generalized interpolation in
function spaces induced by certain radial basis functions (RBFs). We begin by
presenting some results from the theory of optimal recovery in Hilbert spaces
and Hermite-Birkhoff interpolation using RBFs. After the mathematical pre-
liminaries, we introduce Hermite Radial Basis Functions (HRBF) Implicits as
a representation for implicit surfaces appearing naturally from the special case
of (first-order) Hermite interpolation with RBFs. HRBF Implicits reconstruct
an implicit function which interpolates or approximates scattered multivariate
Hermite data (i.e. unstructured points and their corresponding normals) and
its theory unifies a recently introduced class of surface reconstruction methods
based on RBFs which incorporate normals directly in their problem formulation.
This class has the advantage of not depending on manufactured offset-points to
ensure existence of a non-trivial RBF interpolant. This framework not only
allows us to show connections between the present method and others but also
enables us to enhance the flexibility of this method by ensuring well-posedness
of an interesting combined interpolation/regularisation approach. Experiments
suggest that HRBF Implicits allow the reconstruction of surfaces rich in details
and behave better than previous related methods under coarse and/or nonuni-
form samplings, even in the presence of close sheets. Following our presentation
of HRBF Implicits, we present other formulations which relax the assumptions
on the nature of the datasets. For instance, we begin by relaxing a coherence re-
quirement on the input normals and present two different approaches to recover
implicitly-defined hypersufaces from points and normal-directions, one which
only solves a linear system and another based on an eigenvalue problem. After
that, we show a formulation which does not require normals but still recon-
structs a nontrivial implicit function by computing the “optimal” normals in a
rather natural sense through the solution of another eigenvalue problem. The
last formulation assumes the dataset consists of on-surface points and corre-
sponding tangent-directions, a natural scenario in surface reconstruction from
contours and sketch-based modelling systems. We conclude with results from
a number of experiments and a discussion on future perspectives and further
investigations.
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xv



xvi DEDICATÓRIA



Chapter 1

Introduction

Surface reconstruction methods based on Radial Basis Functions (RBFs) [Carr et al., 2001,
Pan et al., 2009, Walder et al., 2006] have been successfully used in several ap-
plications involving interpolation or approximation of scattered data, e.g., in
geometric modelling [Turk and O’Brien, 2002], tracking of time-dependent sur-
faces [Gois et al., 2008a, Gois and Buscaglia, 2010], interpolation of polygon soups
[Shen et al., 2004] and hole-filling of incomplete meshes [Carr et al., 2001].

In this thesis, we present a framework for designing RBF-based represen-
tations of implicit surfaces from the perspective of the available measurement
data. The methods we derive from this framework are able to recover implicit
functions which satisfy hard- or soft-constraints defined by the measurements
(either through interpolation or regularisation, respectively) and exhibit good
properties under varied sampling conditions due to the underlying variational
principle from which they are deduced.

On the basis of our instantiations of this framework, lie the Hermite Ra-
dial Basis Functions Implicits (HRBF Implicits): an interpolant to first-order
Hermite data based on radial basis functions and polynomials that (i) is robust
with respect to coarse and nonuniformly-sampled data, (ii) deals effectively with
close surface sheets (iii) is able to produce detailed surface reconstructions, (iv)
regularise independently points and normals and also (v) is able to reproduce
polynomials.

From a theoretical perspective, the HRBF Implicits framework unifies re-
cently introduced surface reconstruction methods based on RBFs which in-
corporate normals directly in their problem formulation (e.g. [Pan et al., 2009,
Walder et al., 2006]).

1.1 Related Work

Although there is a vast literature on surface reconstruction from point clouds,
those works based on projection operators [Alexa et al., 2003, Fleishman et al., 2005]
and implicit surfaces [Gois et al., 2008b, Carr et al., 2001, Guennebaud and Gross, 2007,
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2 CHAPTER 1. INTRODUCTION

Turk and O’Brien, 2002, Alexa and Adamson, 2009] have gained especial atten-
tion. Part of this attention is to implicit methods based on Radial Basis Func-
tion [Carr et al., 2001, Turk and O’Brien, 2002], as long as they are capable
to satisfactorily handle sparse point clouds. However, to achieve a non-trivial
interpolant, the first RBF methods require the definition of hand-tuned offset-
points. For instance, Carr et al. [Carr et al., 2001] prescribed offset-points by
the following procedure: for each input point xi with normal ni, create two
offset points at xi ± εni, with associated offset scalars ±ε.

In fact, a single optimal choice for ε does not exist in general, and it is not
hard to see that such approaches typically do not interpolate the given normals.
Furthermore, the requirement of those offset points is not natural and error-
prone, especially when there are close sheets and the samples distribution is
irregular.

The offset requirement was avoided in posterior works deduced from a statistical-
learning perspective [Pan et al., 2009, Walder et al., 2006], where normals were
directly used in the variational problem. Pan et al. [Pan et al., 2009] incorpo-
rate normals directly in their regularised variational problem, where the reason-
ing is to consider the alignment of the gradient of the surface with the normals
at the sample points. This amounts to solving an N × N linear system for N
point/normal pairs. However, we observed that this approach is quite sensitive
to nonuniform point distributions and does not ensure interpolated normals.

Another important property desirable for a surface reconstruction method
is its capability to handle close sheets. Many approaches have been proposed
which employ combinations of spatial data structures, geometric heuristics (e.g.
normal clustering), or even statistical inference to select points belonging to the
same sheet before evaluating the implicit function [Gois et al., 2008b, Fleishman et al., 2005].
Other approaches (similarly to HRBF Implicits) build into the interpolation/approximation
scheme a capability of identifying and handling close sheets without the need of
additional information [Gois et al., 2008a, Carr et al., 2001, Guennebaud and Gross, 2007,
Morse et al., 2001].

Finally, interpolation from Hermite data is a frequent requirement in geo-
metric modelling. Beyond the RBF-based methods (e.g., [Walder et al., 2006]
and the present approach) Alexa and Adamson [Alexa and Adamson, 2009] pro-
posed a method entirely based on Moving-Least-Squares (MLS) approximation
[Wendland, 2005].

1.2 Contributions

HRBF Implicits are a special case of a generalized interpolation theory – Hermite-
Birkhoff interpolation with RBFs [Wendland, 2005] – so that new variants of sur-
face reconstruction methods can be designed for additional flexibility. Further,
exploiting the theoretical results, we show that previous methods [Pan et al., 2009,
Walder et al., 2006], originally deduced from a statistical-learning perspective,
can also be studied and improved by the theoretical framework we present.

Considering those approaches under this unifying framework, we gain many
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theoretical and computational insights to improve the methods. For instance,
considering the work of Walder et al. [Walder et al., 2006], we were able to en-
hance the flexibility of both schemes by ensuring well-posedness of an interest-
ing combined interpolation/regularisation approach. Similar insights come up
by comparing our derivations and results with those from a recent variationally-
deduced approach [Pan et al., 2009] allowing a better understanding of the method
in that work.

Given the advantages of the theoretical framework of HRBF Implicits and
the related methods we introduce in this work, we conclude this section pre-
senting properties and contributions.

Ability to handle nonuniform samplings. HRBF Implicits compute desir-
able reconstructions even in the presence of very nonuniform data distributions.
Systematic comparisons with previous methods [Pan et al., 2009, Carr et al., 2001]
suggest its effectiveness.

Ability to handle close sheets. Our results suggest that HRBF Implicits
perform better than previous work [Pan et al., 2009, Carr et al., 2001, Gois et al., 2008a]
when reconstructing surfaces with close sheets even in the presence of very ir-
regular and coarse datasets.

Approximability. When interpolation is not desirable, approximation is fea-
sible by choosing two regularisation parameters for HRBF Implicits – one for
points and another for normals. This allows the user to decide the relative
importance of points and normals in the fitting process.

Space augmentation and polynomial reproduction. Compactly-supported
implicit functions can be problematic for many basic operations in graphics,
e.g. computing projections [Alexa et al., 2003], ray-tracing [POV-Ray, 2010,
Singh and Narayanan, 2009] and isosurface extraction [Schreiner et al., 2006,
Dietrich et al., 2009]. To reduce that issue for these purposes, achieving a way
to enforce reproduction of polynomial functions as a byproduct, we present a
way to enrich an interpolation space with predefined (finite-dimensional) linear
function spaces.

Nonlinear constraints. We introduce in Chapter 4 an approach to deal with
nonlinear constraints on the (linear) Hermite-Birkhoff measurement function-
als. This provides an simple approach to deal with complicating nonlinear
constraints which naturally appear in real problem formulations, extending the
usual setting which assumes linear constraints both theoretically and practically
(as our formulations usually lead to well-studied eigenvalue problems, although
the idea has a broader applicability as we comment on Chapter 6).
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Simple implementation. Our formulation and subsequent treatment is built
upon theoretical results from scattered data approximation theory [Wendland, 2005]
and concepts from functional analysis [Bachman and Narici, 2000], yet it leads
to a simple matrix-based algorithm that is a direct translation of the mathe-
matical results. By exploiting existing linear algebra packages, this allows a
simple computational implementation, general enough to be independent of the
ambient space dimension.



Chapter 2

Generalized Interpolation

For the purpose of fitting an implicitly-defined hypersurface to given Hermite
data {(xi,ni)}Ni=1⊂Rn×Sn−1, we are going to look for a function f : Rn → R
satisfying both f(xi) = 0 and ∇f (xi) = ni for each i = 1, . . . , N . Our search
will take place in a suitable subspace H of the linear space C1(Rn) of contin-
uously differentiable scalar-valued functions in Rn. This problem is classified
in approximation theory as an instance of (multivariate) first-order Hermite
interpolation, which is a particular case of Hermite-Birkhoff interpolation.

In this chapter, we present some results from a general theoretical framework
of Hermite-Birkhoff interpolation with radial basis functions and show how to
augment the derived interpolants with polynomial terms in order to achieve
reproduction of polynomials and suitable globally-supported interpolants.

Our presentation is strongly influenced by Wendland’s wonderful mono-
graph [Wendland, 2005] and, at least for this theoretical reasoning, we be-
lieve the reader would benefit from some basic knowledge of functional analysis
[Bachman and Narici, 2000].

2.1 Hermite-Birkhoff interpolation with RBFs

Hermite-Birkhoff interpolation is a generalized interpolation problem in which
differentials of the function sought have values prescribed at given points, e.g.

f(x) = cx0 , ∂f
∂z (y) = cyz and ∂2f

∂x∂y (z) = czx,y. Unlike in Hermite interpo-
lation, in the Hermite-Birkhoff problem, one does not need to prescribe val-
ues for all the function’s derivatives up to a certain order, e.g. one might
only prescribe first-order derivatives without providing actual function values
[Kaminski et al., 2008]. This provides enormous flexibility for approaching a
variety of important problems, for example designing collocation methods for
the numerical solution of partial differential equations [Fasshauer, 1997].

Let us begin with a real Hilbert space H endowed with the inner-product
〈·, ·〉H : H ×H → R and its dual space H∗, i.e. the space of continuous linear
functionals λ : H → R. Assume we are given a dataset {(λi, ci)}Li=1 ⊂ H∗ × R

5



6 CHAPTER 2. GENERALIZED INTERPOLATION

of measurement functionals λi ∈ H∗ and data values ci ∈ R. We call f ∈ H a
generalized interpolant of that dataset whenever λi(f) = ci for each data pair.
It is not unusual for the set of generalized interpolants of a given dataset to
be a non-trivial closed affine subspace of H, for that reason, in this Hilbert
space setting, it is natural to choose the unique minimum H-norm generalized
interpolant f∗ ∈ H. An important theorem characterizes this norm-optimal
interpolant as a linear combination of the Riesz representers vi ∈ H of the
measurement functionals, i.e. f∗ =

∑L
i=1 αiv

i where each αi ∈ R and the vi

are such that λi(f) =
〈
vi, f

〉
H for each f ∈ H. Together with the interpolation

conditions λi(f
∗) = ci, this characterization allows determining the coefficients

in the sum by computing a solution of a system of linear equations Aα =
c, where (A)ij = λi(v

j) =
〈
vi, vj

〉
H. Since A is an inner-product (Gramm)

matrix, it is symmetric and positive semi-definite for any set of measurement
functionals inH∗. Moreover, under the assumption of linear independence of the
functionals λi, the interpolation matrix is positive definite, ensuring uniqueness
of α ∈ RL for any arbitrary data vector c ∈ RL. This is an important conclusion,
since it means that all we need to have a minimum-norm generalized interpolant
for a dataset whose measurement functionals are linearly independent is to be
able to manipulate the representers vi and to take inner-products among them.

In Hermite-Birkhoff interpolation, the measurement functionals λi are linear
combinations of simple functionals of the form δx ◦ Dγ , where δx(f) := f(x)
is the evaluation functional at the point x ∈ Rn and Dγ is a differentiation
operator, in which γ ∈ (N∪{0})n indicates how many times (γj) it differentiates
the function with respect to the jth-variable xj . For simplicity of exposition,

we will assume that λi = δxi ◦Dγi , therefore λi(f) =
(
Dγif

)
(xi). In words,

applying the measurement functional λi to a sufficiently smooth function f :
Rn → R corresponds to differentiating f according to γi and evaluating the
result at the point xi ∈ Rn.

From the general result we presented for abstract real Hilbert spaces, all
we need now is a construction of H suitable for Hermite-Birkhoff interpolation,
i.e. one in which the Hermite-Birkhoff functionals are continuous and linearly
independent under reasonable conditions and in which their Riesz representers
are easily computable as well as inner-products among them. As a matter
of fact, it can be shown that some spaces with such properties are naturally
induced by certain classes of functions. Formally, let k ∈ N ∪ {0}, associated
to every positive definite radial basis function φ : R+ → R such that ψ :=
φ(‖·‖) ∈ C2k(Rn)∩L1(Rn) there is a native Hilbert space Hφ ⊂ Ck(Rn) in which
δx ◦ Dγ is continuous for every x ∈ Rn and |γ | :=

∑n
i=1 γi ≤ k. Moreover,

its Riesz representer v ∈ Hφ has the simple form v = (−1)|γ | (Dγψ) (· − x)
and, as long as the measurement functionals λi are pairwise distinct, they are
linearly independent and the inner-products among their representers are given

by
〈
vi, vj

〉
Hφ

= (−1)|γ
j |
(
Dγ i+γ jψ

)
(xi − xj). Notable examples of such PD-

RBFs are the Gaussians and the compactly-supported Wendland’s functions
[Wendland, 1995].
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2.2 Space augmentation and polynomial repro-
duction

For certain tasks, it is interesting that the interpolant be globally-supported
without requiring the use of a globally-supported basis function φ. A concrete
example is the projection of points onto a certain level-set of the implicit func-
tion, an operation which is often implemented with iterative methods that only
use local information. When the interpolant has compact support, away from
that support, local methods “perceive” the function as being zero everywhere.

A simple way to encourage globally-supported interpolants while still re-
lying on compactly-supported basis functions is by augmenting the space in
which the interpolant is sought with a suitable finite-dimensional function space
[Wendland, 2005], e.g. Πd(Rn) the space of polynomials in Rn whose degree is at

most d. Formally, let P ⊂
⋂L
i=1 dom(λi) be finite-dimensional and {p1, . . . , pm}

be a basis for P, our augmented generalized interpolant will have the form

f∗ =

L∑
i=1

αiv
i +

m∑
k=1

γkpk. (2.1)

where, as long as p ∈ P and λi(p) = 0 for each 1 ≤ i ≤ L imply that p = 0, the
coefficients αi and γk of the augmented generalized interpolant can be uniquelly
determined by the interpolation conditions and the condition

∑L
i=1 αiλi(pk) = 0

for each 1 ≤ k ≤ m. In words, if the augmenting linear space P is finite-
dimensional and all measurement functionals λi are defined on all of its elements
and the only function p in P which is annihilated by every measurement is the
constant zero, then the augmented generalized interpolant can be recovered by
solving a (symmetric indefinite) linear system.

It is noteworthy that, if the measurement functionals and the augmenting
space obey the hypothesis above and the data values are actually generated
from probing an element p ∈ P, it will hold that f∗ = p, i.e. the augmented
generalized interpolation process reproduces elements from P. Although we
motivated augmentation by another argument, this reproduction property is
important per se since it provides a way to enforce invariants in the interpolation
process.
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Chapter 3

HRBF Implicits

As a particular case of Hermite-Birkhoff interpolation with RBFs, we now es-
pecialise the results presented earlier to the problem of first-order Hermite in-
terpolation of scattered multivariate data.

Following that development, we show how to incorporate regularisation in
the process and discuss connections with two related approaches to implicit
surface reconstruction from points and normals.

We conclude this chapter with some considerations on the implementation
and computational aspects related to the assembly and solution of the derived
linear systems.

3.1 First-order Hermite interpolation with RBFs

In this problem, the data consists of prescribed function fi and gradient values
gi at each point xi, i.e. for each sample point, the data comes in 1 + n flavors:

(δxi , fi),
(
δxi ◦ ∂

∂x1
, (gi)1

)
,. . . ,

(
δxi ◦ ∂

∂xn
, (gi)n

)
. Therefore, from our previous

theoretical considerations, the minimum Hφ-norm interpolant to this data in a
Hilbert space Hφ ⊂ C1(Rn) induced by a PD-RBF φ has the concrete form,

f∗(x) =

N∑
i=1

{
αiψ(x− xi)−

〈
βi,∇ψ (x− xi)

〉
Rn
}
, (3.1)

where both scalar- αi ∈ R and vector-coefficients βi ∈ Rn are uniquely deter-
mined by the interpolation constraints f∗(xi) = fi and ∇f∗(xi) = gi, for each
i = 1, . . . , N , i.e.

N∑
j=1

{
αjψ(xi − xj)−

〈
βj ,∇ψ (xi − xj)

〉
Rn
}

= fi (3.2)

N∑
j=1

{
αj∇ψ (xi − xj)−Hψ (xi − xj)βj

}
= gi (3.3)

9
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where H is the hessian operator defined by (H)ij = ∂2

∂xi∂xj
. In these equations,

the requirement that ψ be at least twice as much continuously differentiable
as the maximum order of the operators in the measurement functions is more
visible. Therefore, for first-order Hermite interpolation, we need to choose a
basis function φ inducing a ψ which is at least C2, resulting in an optimal
interpolant at least C1.

In the context of surface reconstruction from points and normals as we posed
the problem, we call the optimal interpolant in (3.1), a Hermite Radial Basis
Function Implicit or an HRBF Implicit for short. More generally, this denomi-
nation will also be used to denote the version augmented by polynomials intro-
duced in the following. From that expression and our previous considerations,
it is clear that an HRBF Implicit is a function at least continuously differen-
tiable representing an implicit hypersurface at least C1, naturally, as long as
zero is a regular value of that function, property we don’t know yet under which
conditions can be guaranteed.

3.2 On two regularisation-based approaches

The interpolation theoretic framework we presented so far allows us to recover
an implicit surface from exact multivariate scattered Hermite data. However, in
some important applications, the data is corrupted by noise motivating an ap-
proximative fitting scheme. In such a setting, the traditional approach consists
of minimising the sum of a loss and a regularisation functional, where the loss
functional penalises deviation from the input data while the regulariser encour-
ages low complexity solutions. In a Hilbert space setting, the squared H-norm
provides a natural regulariser (as we have already seen when we used it to solve
an uniqueness issue) and is most often used along with the least squares loss.

In the following, we discuss some connections with two regularisation-based
approaches to the implicit surface reconstruction problem from Hermite data.
They were derived from other, albeit very related, theoretical frameworks and
share the same operational form for the implicit function as that from our
derivations prior to augmentation (3.1).

Connections to a regularised regression scheme

Simply stated, our interpolatory approach can be posed as

min
λi(f)=ci

‖f‖H

while, building upon results from statistical learning theory, Walder et al. pre-
sented in [Walder et al., 2006] a regularised regression approach which can be,
a bit more generally here, stated as

min
f∈H

{
‖f‖2H +

L∑
i=1

ρi · (λi(f)− ci)2
}

(3.4)
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where the ρi > 0 are penalization parameters controlling fit.

It turns out that (3.4) also admits a unique solution as a linear combination
of the Riesz representers of the measurement functionals. By restricting that
optimization problem to this finite-dimensional subspace, it can be shown that
the coefficients for the regularized solution can be computed by solving a system
of the form (A + D−1)α = c, where A and c are as in our previous derivations
and D = diag(ρ1, . . . , ρL).

Our previous theoretical considerations shed some insight on this method
by ensuring well-posedness of this regularisation method even in the limiting
interpolatory case, where each ρi → +∞ and D−1 → 0. Moreover, the re-
sults we presented even allow for just a subset of the ρi to be taken in the
interpolation limit, since the corresponding diagonal terms in the regularisation
matrix are zeroed while the others remain positive resulting in a positive semi-
definite regulariser, which still ensures positive definitess of the linear system.
This insight opens up the possibility to a combined interpolation/regularisation
method in which only a subset of the data is modelled as hard-constraints while
the remaining are treated as soft-constraints. In the context of Hermite surface
reconstruction, this is interesting for example when the normals come from an
inexact estimation procedure while the points are considered to be exactly on
the surface.

Another interesting insight derived from the effort of Walder et al. re-
gards the thin-plate energy. Since the minimiser of the thin-plate energy de-
rived by Duchon in [Duchon, 1977] has global support (thus not easily adapted
to many medium- to large-scale problems), Walder et al. proposed in their
work [Walder et al., 2006] to regularise a least squares problem with the thin-
plate energy and restrict the optimisation to a certain finite-dimensional sub-
space. This amounts to the solution of a system as sparse as the original
and thus amenable to large-scale problems. Altough we have not yet pursued
this idea further, we believe it might be interesting to further regularise the
functional in (3.4) with the thin-plate energy and restrict the minimisation to
V := span{v1, . . . , vL}, this results in a system of the form (A+D−1+T)α = c,
where T is a Gramm matrix induced by the representers and the thin-plane semi-
inner-product (thus symmetric and positive semi-definite) and everything else as
before. Even more interesting might be to consider completely forgetting about
the matrix D−1 and just regularise the interpolation system with the thin-plate
matrix, since A is already positive definite, the resulting linear system would
still be symmetric positive definite and as sparse as the interpolation system.

On a regularised variational method

Another regularisation-based approach for Hermite surface reconstrution was
recently proposed by Pan et al. in [Pan et al., 2009] derived from a variational
construction in which the loss functional is a combination of least squares for
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function values and a linear term for gradients:

min
f∈H

{
‖f‖2H +

C1

N

N∑
i=1

(f(xi)− fi)2 −
C2

N

N∑
i=1

〈
ni,∇f(xi)

〉
Rn

}
where C1, C2 > 0 are penalisation parameters. In our framework, this varia-
tional problem can be put as

min
f∈H

‖f‖2H +

L∑
i=1

ρi · (λi(f)− ci)2 − 2

M∑
j=1

µj(f)

 (3.5)

where the µj ∈ H∗ have representers uj ∈ H. It can be shown that the solution
f∗ ∈ H for this problem has the form

f∗ =

L∑
i=1

αiv
i +

M∑
j=1

uj (3.6)

where the coefficents are the solution of (A + D−1)α = c − d and (d)i =∑M
j=1

〈
vi, uj

〉
H. Thus, the same considerations we made before regarding the

interpolation limit for the work of Walder et al. also hold for the work of Pan
et al. So, it is possible to interpolate points on the surface while the normals
can only be approximated. This may introduce complications regarding the
magnitude of gradients in the recovered implicit function, especially when the
sampling is relatively dense (resulting in very small timesteps in rootfinding
algorithms, used for ray-tracing implicits) and distortions on the fitted surface
when the sampling is far from uniform.

3.3 Computational aspects

In the past chapter, our theoretical considerations led us to a concrete form for
an augmented Hermite-Birkhoff interpolant to given linear measurements. In
the following, we discuss some of the computational aspects related to numerically
assembling and solving the first-order Hermite interpolation/approximation sys-
tem in our treatment of the problem of reconstructing hypersurfaces from Her-
mite data.

3.3.1 Assembling the interpolation/approximation system

Prior to the direct solution of the augmented interpolation system, we need to
assemble the corresponding matrix. To this end, notice that the augmented
interpolation conditions can be written as, for each 1 ≤ i ≤ N and 1 ≤ k ≤ m,

N∑
j=1

[
ψ(xi − xj) −∇ψ (xi − xj)
∇ψ (xi − xj) −Hψ (xi − xj)

] [
αj

βj

]
+

m∑
l=1

γl

[
pl(x

i)
∇pl (xi)

]
=

[
0
ni

]
N∑

j=1

[
pk(x

j)∇pk (xj)T
] [αj

βj

]
= 0
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with each block in the first sum as a (1 + n) × (1 + n)-matrix. By suitable
grouping, we can define the partitioned system[

A P
PT 0

] [
α
γ

]
=

[
c
0

]
(3.7)

where A ∈ RN(1+n)×N(1+n), P ∈ RN(1+n)×m, and α and c are N(1+n)-vectors
whose ith blocks are

[
αi
βi

]
and

[
0
ni

]
. Therefore, the (n + 1)N × (n + 1)N RBF-

submatrix can be assembled one block at a time, corresponding to a pair (i, j)
of samples. All we need to compute such a block is to know how to evaluate ψ,
its gradient and its Hessian on a point.

We incorporate regularisation by setting two parameters ηv, ηg ≥ 0 cor-
responding to penalisations of 1/ηv on the function’s values and 1/ηg on its
gradients. Clearly, setting either one to zero corresponds to an interpolation
constraint. Incorporating regularisation in the above system amounts to adding,
to each diagonal block of A, the diagonal matrix diag(ηv, ηge), where e ∈ Rn is
the vector of ones.

For fixed n and m, we notice that the cost O(N2) of assembling such a sys-
tem with globally-supported RBFs is prohibitive for some applications. Indeed,
our first implementation used dense matrix packages and this limited our exper-
iments to about 8K points in R2 and 6K points in R3 on a commodity laptop
with 2GB of RAM.

We have addressed this problem by using compactly-supported RBFs and
employing sparse matrix packages. In our implementation, we used Wend-
land’s φ3,1 function which defines a family ψr(x) := ψ

(
x
r

)
indexed by a ra-

dius r > 0, where each ψr is a C2 positive definite function, for n ≤ 3,
ψ(x) := φ3,1(‖x‖) and φ3,1(t) = (1 − t)4(4t + 1), for t ∈ [0, 1], and φ3,1(t) = 0,
otherwise [Wendland, 1995]. That’s all one needs to compute formulae for the
gradient and Hessian of the ψr and, consequently, assemble the interpolation
matrix.

Nonetheless, even with compactly-supported basis and efficient numerical
methods, the assembling procedure can become the bottleneck when a very
large number of samples are used. These cases demand a data structure for
accelerating the range queries and retrieving only those pairs for which the
blocks were non-zero, effectively building a neighbourhood-graph. However,
this introduces another problem, the trade-off between system sparsity and the
width of the neighbourhood covered by the basis functions. This issue is well
known in methods which use compactly-supported kernels (e.g. RBF and mov-
ing least squares). Although we do not elaborate on this problem in this work, in
Chapter 6, we discuss how we intend to build upon previous methods developed
for classical interpolation problems with RBFs [Wendland, 2005].

3.3.2 Solving the interpolation/approximation system

It is well known and reported elsewhere that RBF interpolation systems suffer
from numerical conditioning problems when the sampling is large and too dense.
Many methods for improving the condition numbers have been developed to
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circumvent this issue and allow faster convergence of iterative methods for the
sparse systems [Beatson et al., 1999, Wendland, 2005].

With this in mind, we chose a simpler implementation for our first proto-
types and decided to employ direct methods tailored for sparse systems. Since
our analysis ensures that, in the interpolation system, the RBF-submatrix A
is a large sparse symmetric and positive definite matrix, we employ a sparse
Cholesky factorisation as implemented in the CHOLMOD solver [Chen et al., 2008]
and the efficient codes in the BLAS and LAPACK linear algebra packages as
implemented by the ATLAS project [ATLAS, 2010] in our core mathematical
routines for evaluating gradients and Hessians.

Although the partitioned augmented interpolation system is symmetric in-
definite, since it is equivalent to a linearly-constrained quadratic programming
problem, we can exploit the fact that almost always m � N and solve that
one indefinite system in a couple steps involving only the symmetric positive
definite matrices A and (PTA−1P) ∈ Rm×m,

γ = (PTA−1P)−1PTA−1c

α = A−1c− (A−1P)γ

thus we solve m + 1 systems involving A and one system involving PTA−1P.
Since solving for a couple of right-hand sides is far less expensive than the actual
factorisation of A, the added computational cost of augmentation is negligible.

Using these numerical packages along with the C++ language, we were able
to develop a code completely independent of dimension, including the range-
query acceleration data structure, which we chose to be a kd-tree. This pro-
totype allowed us to solve Hermite interpolation problems with up to 500K
samples in R3 with a suitably chosen sparsity structure, limited by the memory
requirements of the direct solver.



Chapter 4

HBRBF Implicits

In this chapter, motivated by issues due to the nature and modeling of the
constraints enforced in HRBF Implicits, we exploit different Hermite-Birkhoff
formulations in various scenarios of interpolating implicit surfaces. These for-
mulations build upon the framework introduced in the previous chapters either
by exploiting the general theory which was especialized to the Hermite case or
by suitably introducing degrees of freedom in the interpolation problem. The
common characteristic among all these approaches is that they rely on the varia-
tional foundations for generalized interpolation but enforce different (sometimes
nonconvex) constraints which depend on the specific problem setting.

Section 4.1 introduces an alternative and equivalent formulation for HRBF
Implicits, with measurement functionals defined according to local coordinate
frames, which is both interesting per se while serving as basic formulation for
subsequent developments. In section 4.2, we relax both the unit-norm and
orientation constraints from all sample-gradients and enforce it at only one
sample-point. Section 4.3 gets rid of the rather abitrarily-chosen sample from
the previous section by reformulating the reconstruction as a suitable eigenvalue
problem, thus effectively tackling a nonconvex generalized interpolation prob-
lem. This eigenvalue formulation is further extended in section 4.4 to allow the
reconstruction of implicits surfaces from fully-unoriented sample points. In sec-
tion 4.5, this formulation is adapted to the scenario in which the only available
data is presented as pairs of points and tangent-vectors. Section 4.6 closes this
chapter with some comments on the usefulness of these “pure” formulations and
possible hybrids’.

4.1 An alternative formulation for HRBF Im-
plicits

Let us assume again we are given points-normals pairs {(xi,ni)}Ni=1 ∈ Rn×Sn−1
from which we want to find a function f : Rn → R such that f

(
xi
)

= 0 and

∇f
(
xi
)

= ni. Given an orthogonal matrix H ∈ Rn×n such that He1 = n, where

15
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(ei)j = δij , the gradient constraint is equivalent to HT∇f(x) = HTn = e1. This
transformation aligns the first-order measurement functionals to the columns hj

of H (noticing that h1 = n), meaning that they now have the form
〈
hj ,∇

〉
∈ H∗

and
〈
hj ,∇f(x)

〉
= δ1j . It is not hard to check the linear independence of these

functionals given that of the basic first-order Hermite functionals, also we can
see that the minimum-norm generalized interpolant now has the form:

f(x) =

N∑
j=1

{
αjψ(x− xj)−

〈
Hjβ

j ,∇ψ(x− xj)
〉}

+ p(x) (4.1)

and as associated (first-order) interpolation constraints and side-conditions:

HT
i ∇f(xi) =

N∑
j=1

{
αjH

T
i ∇ψ(xi − xj)−HT

i Hψ(xi − xj)Hjβ
j
}

+ HT
i ∇p(xi)

0 =

N∑
j=1

{
αjp(x

j) +
〈
Hjβ

j ,∇p(xj)
〉}
, ∀p ∈ P.

From these equations, one can notice that the resulting interpolation system
can be written as, borrowing the matrix notation used for HRBF Implicits:[

H 0
0 I

]−1 [
A P
PT 0

] [
H 0
0 I

] [
α
γ

]
=

[
H 0
0 I

]−1 [
c
0

]
=

[
c̃
0

]
(4.2)

where H = diag(1,H1, . . . , 1,Hi, . . . , 1,HN ) ∈ R(1+n)N×(1+n)N is a block di-
agonal orthogonal matrix and c̃ ∈ R(1+n)N is a vector of ones and zeros. This
makes evident that the spectrum of the interpolation system for this alternative
formulation is the same as that for the original HRBF Implicits’, since both
matrices are similar, implying that both have the same condition number.

Remark 4.1.1. Given a vector x ∈ Rn, a matrix H satisfying the conditions re-
quired above can be constructed using a modification of a Householder reflector
[Demmel, 1997]. In concrete terms, if x 6= 0, we can take

H := sign
(〈

x, H̃e1
〉)
· H̃, H̃ := I− 2

‖x̃‖2
x̃x̃T , x̃ := x + sign(x1) · ‖x‖ · e1

(4.3)
where we assume sign(0) := 1. If x = 0, we can simply take H = I.

In conjuction with the interpolation constraints and side-conditions, the in-
terpolant 4.1 can be recovered by solving a symmetric (indefinite) linear sys-
tem in a manner analogous to that used for the HRBF Implicits formulation
presented in the previous chapter. Actually, equation 4.2 shows that one can
retrieve in a simple manner the coefficients for either formulation by solving for
those of the other.

It is noteworthy that the Krylov subspaces associated to one formulation
are just a reflection of those for the other (when the modified Householder
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reflectors are used), thus convergence properties of PCG, LSQR, MINRES and
other Krylov methods should be the same for either formulation.

The gain here is the concept from which the interpolant was derived and how
the matrix must be assembled when direct methods are used. That is in fact
the manner we use this alternative formulation to implement our subsequent
developments.

4.2 When you cannot trust the orientation of
your normals I: an HB-viewpoint

Let us assume we are given a dataset consisting of points xi ∈ Rn and normal-
directions ni ∈ Sn−1. This case is different from that of HRBF Implicits in that
we don’t have a consistent orientation in the set or normals, i.e. we might as
well have −ni instead of ni for an arbitrary subset of indices i.

This often appears in practice when these directions are computed in a pre-
processing step involving, for example, PCA or RAMLS [Gois et al., 2008a].
These methods output a direction chosen to be a given eigenvector of a suitable
matrix, therefore the negated vector is also a suitable solution which might be
output. There are heuristics which try to assign consistent orientations to these
normals by computing euclidean minimum spanning trees [Hoppe et al., 1992]
as a preprocessing. We are interested in avoiding this step and in finding these
directions as a by-product of the reconstruction process itself.

We have seen that the generalized interpolation framework, under very mild
assumptions, will output a nonzero function as long as we have nonzero func-
tional data. Let us revisit the most basic conditions for a surface fitting these
points and normal-directions:

f(xi) = 0,
〈
∇f(xi),hij

〉
= 0, j = 2, . . . , n (4.4)

where the {hij}nj=2 form an orthonormal basis for the orthogonal complement

of {ni = hi1} as defined in the previous section.
Since all the measurements in this formulation have zero as desired value,

the variational character of generalized interpolation will fit the constant zero
function f(x) = 0. In order to recover a non-trivial solution, we need some
information to rule out this function. Given a non-zero interpolant for these
equations, without loss of generality, we can rescale the function so that its
gradient at a particular point interpolates the given normal-vector while pre-
serving the underlying implicit surface. By taking advantage of this fact, we
can prescribe an additional constraint at one of the samples (say x1) resulting
in the additional condition:〈

∇f(x1),n1
〉

=
〈
∇f(x1),h1

1

〉
= 1. (4.5)

Due to the properties of generalized interpolation with RBFs, we will have
a non-trivial function whose zero-set interpolates the given points and whose
gradient is parallel to the normal-directions provided, no matter how they are
oriented.



18 CHAPTER 4. HBRBF IMPLICITS

4.3 When you cannot trust the orientation of
your normals II: going nonconvex, but in a
“nice” way

Hoping to overcome the rather arbitrariness in the choice of a point to rule out
the nontrivial solution to the conditions (4.4) and the stability of the implicit
function around points far away from that chosen point, we might try to enforce
a different condition on the interpolant’s gradients which do not depend on a
single sample point.

With that in mind, we could try to find a function satisfying, besides the
conditions (4.4), the constraint

N∑
i=1

∥∥∇f(xi)
∥∥2 = N (4.6)

since that is satisfied in the scenario of HRBF Implicits fitting. Notice that the
constant N could be chosen as an arbitrary positive number, but we make this
choice just due to its relation to the basic HRBFI case.

Following the variational rationale that led us to HRBF Implicits, we for-
mulate the following problem:

min
f(xi)=0

〈hij ,∇f(xi)〉=0∑N
i=1‖∇f(xi)‖2=N

i=1,...,N j=2,...,n

‖f‖H (4.7)

The problem here is the nonlinear constraint on the interpolant’s gradients, by
introducing additional optimization variables gi ∈ R, we decouple the inter-
polant’s gradients from the nonlinear constraints and end up with

min
f(xi)=0

〈hij ,∇f(xi)〉=0

〈ni,∇f(xi)〉=gi∑N
i=1 g

2
i=N

i=1,...,N j=2,...,n

‖f‖H (4.8)

which, with g ∈ RN , can be rewritten as

min
‖g‖=

√
N

min
f(xi)=0

〈hij ,∇f(xi)〉=0

〈ni,∇f(xi)〉=gi
i=1,...,N j=2,...,n

‖f‖H (4.9)

At this point, we must notice that the inner minimization has the same
form of the generalized interpolation problem considered in section 4.1 and the
optimal value is well-defined as a quadratic function on g. As a matter of fact,
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by considering the characterization of the Riesz representers and inner-products
among them given in chapter 3, we have that, after a suitable reordering,

‖f∗‖2H =

〈(
A B
BT C

)−1(
0
g

)
,

(
0
g

)〉
=
〈
S−1g,g

〉
= ‖g‖2S−1 (4.10)

where S = (C − BTA−1B) and A, B and C correspond to submatrices of the
interpolation system associated to the formulation presented in section 4.1.

Using this expression, we end up with the following minimization problem:

min
‖g‖=

√
N
‖g‖S−1 =

√
N · min∥∥∥ g√

N

∥∥∥=1

∥∥∥∥ g√
N

∥∥∥∥
S−1

(4.11)

which says that the optimal g∗√
N
∈ RN is an eigenvector associated to the

smallest eigenvalue of the matrix S−1. Since this matrix is positive definite,
such an eigenvector is also an eigenvector associated to the largest eigenvalue of
the Schur complement S. This way we can deduce that,

g∗ ∈
√
N · argmax

‖g‖=1

〈Sg,g〉 (4.12)

and recover the implicit function by solving the generalized interpolation prob-
lem of section 4.1 with these gradient-norms. Notice the inclusion symbol in-
stead of an equality, since even when the eigenspace associated to the largest
eigenvalue of the Schur complement is one-dimensional, we have a sign ambigu-
ity due to the fact that, if f∗ is a solution to the problem we stated, −f∗ solves
the problem as well.

Remark 4.3.1. Notice that, given such a solution g∗, the task of solving the
interpolation is simplified by the properties of this vector:

Aα +Bβ = 0, BTα + Cβ = g∗

⇒ α = −A−1Bβ, BTα + Cβ = g∗

⇒ α = −A−1Bβ, −BTA−1Bβ + Cβ = g∗

⇒ α = −A−1Bβ, (C −BTA−1B)β = g∗

⇒ α = −A−1Bβ, β = (C −BTA−1B)−1g∗ =
√
N · S−1vS =

√
N

ρS
vS

where β ∈ RN is the vector of coefficients associated to the directional-derivatives
along the given normals, α ∈ RnN+m are the other coefficients and ρS is the
largest eigenvalue of the Schur complement S with associated eigenvector vS.

4.4 When there is no orientation

The “trick” we used in the previous section adding variables to deal with
the nonlinear constraints and reduce the infinite-dimensional problem to one
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eigenvalue problem in finite dimensions may help in the scenario in which we
are not given normal-directions at all. Consider we are given a set of points
{xi}Ni=1 ⊂ Rn which are supposed to lie on an implicit surface, i.e. f(xi) = 0.
That is not enough information to rule out the trivial solution f ≡ 0, however,
by assuming this function is continuously differentiable and the sum of squares
of its gradient evaluated at the sample-points, we end up with the problem:

min
f(xi)=0∑N

i=1‖∇f(xi)‖2=N

‖f‖H (4.13)

which, after introducing the gradient-vectors {gi}Ni=1 ⊂ Rn, is equivalent to

min
f(xi)=0

∇f(xi)=gi∑N
i=1‖gi‖2=N

‖f‖H (4.14)

which is equivalent to

min∑N
i=1‖gi‖2=N

min
f(xi)=0

∇f(xi)=gi

‖f‖H (4.15)

leading to an eigenvalue problem with structure analogous to that presented in
the previous section, the only difference being the matrices A, B and C.

4.5 Reconstructing surfaces from points and tan-
gents

Using “tricks” analogous to those employed in the previous sections, we tackle
the problem of interpolating an implicit surface to contour curves. Curves on
surfaces appear naturally in sketch-based modeling and surface reconstruction
from tomographic scans. From curves on surfaces, we assume to be given pairs
consisting of points and corresponding tangent vectors {(xi, ti)}Ni=1 ∈ Rn×Sn−1
in such a way that we expect the implicit function to satisfy:

f(xi) = 0,
〈
ti,∇f(xi)

〉
= 0, i = 1, . . . , N (4.16)

meaning that the implicit surface should pass through the given points in a way
that the given tangent vectors lie on corresponding tangent planes.

In order to rule out the trivial solution, we impose the same constraint as

before, i.e.
∑N
i=1

∥∥∇f(xi)
∥∥2 = N . Using a formulation analogous to that is

section 4.1, with ni substituted by ti and Hi modified accordingly, we end up
with the following variational problem:

min
f(xi)=0

〈∇f(xi),ti〉=0∑N
i=1‖∇f(xi)‖2=N

‖f‖H ≡ min
f(xi)=0

〈hi1,∇f(xi)〉=0∑N
i=1

∑n
j=2〈hij ,∇f(xi)〉2=N

‖f‖H (4.17)
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which, by introducing the auxiliary vectors gi ∈ Rn−1, is equivalent to

min
f(xi)=0

〈hi1,∇f(xi)〉=0

〈hij ,∇f(xi)〉=(gi)j−1∑N
i=1‖gi‖2=N

‖f‖H ≡ min∑N
i=1‖gi‖2=N

min
f(xi)=0

〈hi1,∇f(xi)〉=0

〈hij ,∇f(xi)〉=(gi)j−1

‖f‖H (4.18)

which, once more, leads to an eigenvalue problem with structure analogous to
that presented in the previous sections, where the difference is again in the
matrices A, B and C. Thus requiring the solution of an eigenvalue/eigenvector
problem of order (n− 1)N and a symmetric linear system on 2N +m variables.

4.6 Final remarks

The model problems dealt with in this chapter consist in different and common
scenarios of input data in a variety of applications. Even though we treated
these “pure” cases, there is nothing preventing to deal with “hybrid” scenarios
which might consist of data with different interpretations. For instance, it is not
uncommon in sketch-based modeling applications to have consistently-orientend
points as well as pairs of points and tangent vectors.

Cases like this may be treated either as an instance of Hermite-Birkhoff inter-
polation and dealt with by solving a single linear system (since the Hermite data
would rule out the trivial solution) or as an eigenproblem (or even a combination
of both). Although we have not experimented with hybrid setups, this poses
a promissing avenue for further research to both assess which approach would
be more adequate as well as to design methods to deal with the computational
aspects in medium- to large-scale problems (most likely by using combinations
of techniques for fitting HRBF Implicits, as suggested in [Macêdo et al., 2010],
and Krylov methods for eigenvalue problems [Watkins, 2007]).

Another interesting avenue is to study the effect of regularization in these for-
mulations and how this approach compares to recent related methods proposed
in the machine learning community to infer gradient data from Hermite samples.
In this context, related methods were proposed in [Mukherjee and Zhou, 2006,
Mukherjee et al., 2010] taking approaches based on first-order Taylor approxi-
mations of gradients and point-value pairs (no gradients) while in [Zhou, 2008,
Shi et al., 2010] an approach very similar to HRBF Implicits and [Walder et al., 2006]
was taken but from a completely learning theory viewpoint for problems with
Hermite data.
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Chapter 5

Results

In this chapter, we present some experiments and reconstruction results using
the generalized surface interpolation framework that we have developed so far.

The first section presents those results associated to HRBF Implicits (Chap-
ter 3), where the samples are assumed to have been given as point-normal pairs,
and which forms the basis for some of the methods developed in Chapter 4.

Section 5.2 comments on some results of the methods developed in Chapter 4
for problem formulations which relax the assumptions made about the input
datasets and tackle issues like those illustrated in Fig. 5.1.

5.1 HRBF Implicits

Since normals are also interpolated, in Fig. 5.1 we show examples of how the
normals affect the results. In Fig. 5.1-(a) we observe a zero-contour which
does not interpolate any point due to the normal orientations, the appearance
of such a zero-contour can be explained by the Intermediate Value Theorem.
That issue is avoided when normals are accordingly oriented (Fig. 5.1-(b)).
Notice that oscillations occur in the corner of the mouth in Fig. 5.1-(c). In
that case, since we set arbitrary normals in at non-differentiable corners, it is
expected such oscillations as HRBF Implicits are at least C1 and need to satisfy
all constraints of normals and points.

In Fig. 5.2-(a), as we consider a radius smaller than the distance between
two points, HRBF Implicits consists of six disjoint discs. It can be noticed in
the following images that, the larger the radius, the smoother (or closer to a
sphere) the HRBF Implicits turn out.

Figure 5.3 illustrates space augmentation by polynomial terms. From (b)
to (d) augmentations are with Πd(R3), d = 0, 1 and 2, respectively. In (a)
space is not augmented. For each example, the images depict a fitted HRBF
Implicit being cut by a slice, the zero-level contour on the slice and the gradient
magnitude variation on that slice. In (a), one notices the presence of isosur-
facing artifacts (in light blue regions), since outside the interior of the RBFs

23
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the function is zero, and which is straightforwardly avoided by augmenting the
interpolant with a constant term, as in (b). In that case, all the domain, except
for the zero-level interpolant, is free of zero values. However, when verifying
the gradient magnitude, one can notice that far from the reconstruction, there
exists zero-valued gradients. For several applications which depend on a gra-
dient estimate, constant polynomials do not suffice. Our experience indicates
that a quadratic term is a good enough choice for many common operations in
graphics which depend on evaluating gradients.

It is worth mentioning that we also experienced spurious zero-levels, when
augmenting the space by Π2(R3) and adopting support radii covering a small
number of points (the neighbours to a given sample). In that case, it may be
more useful to opt for lower-degree terms or larger radii.

In practice, for the Kitten dataset, where the average number of points
inside the support was about 14, we opted for using Π0(R3). Tackling this
trade-off between the size of the support radius, the augmentation basis and
the computational costs is a topic we discuss later for the future.

We also illustrate the behaviour of the (Hermite) Regularised Variational
scheme proposed by Pan et al. in [Pan et al., 2009] (Figure 5.4). In that exam-
ple, we considered a radius large enough to enclose all samples. One can notice
the flatness of the reconstructed function near the zero set, where the modulus
of the function is at most 0.005. Figure 5.8 presents in higher resolution the
head of the Homer from that reconstruction. One notice that the Regularised
Variational reconstruction is slightly smoother than HRBF Implicits. We be-
lieve that the reasons for such smoothness in the reconstruction are the flatness
of the function and the absence of normal interpolation.

One important property is the capability of dealing with irregular point dis-
tributions and close sheets. In particular, this quality is especially important
for tracking time-dependent surfaces where samples are evolved freely along a
vector-field [Gois et al., 2008a]. To assess the ability of HRBF Implicits when
dealing with these situations, we elaborated an experiment which considers
points distributed along two orthogonally interlaced tori, with inner radius 1
and outer radius 2.25, distanced 0.25 from each other. Each one of those tori
has one of the following four numbers of (uniformly spaced) points: 32, 128, 512
and 2048. We perform two distinct experiments: one considering both tori with
the same sampling density (Fig. 5.5), and another considering each torus with
one of the four distinct densities (Figs. 5.9, 5.10 and 5.11).

For comparison, we ran tests for the Regularised Variational method in [Pan et al., 2009]
and FastRBF, described in [Carr et al., 2001]. For both HRBF Implicits and
Regularised Variational method we used the same support radius, chosen under
the following constraint: the smallest possible support radius which produces
a reasonable reconstruction for the Regularised Variational scheme. The sup-
port radii thus chosen were 8, 4, 2 and 1.5 whenever a torus with 32, 128, 512
and 2048 samples, respectively, was present in the test. For FastRBF, offset
points were created as described in Introduction, assuming two possible values
for ε: 0.1 and 0.01. We emphasize that those choices were hand-picked after
several trial-and-error brute-force tests in order to take the best results from
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the approaches with which we compare ours.
When both tori are the same, all three techniques produce similar results

(Fig. 5.5), especially on denser cases. However, the difference among the tech-
niques is salient when the tori have distinct sampling densities (Figs. 5.9, 5.10
and 5.11). In those cases, one can observe the importance of normal interpo-
lation. In comparison with the Regularised Variational method, for instance,
in Fig. 5.10, whenever there is a 32-samples torus, there are normals far from
being orthogonal to the surface, which does not happen with HRBF Implicits.

We assess trade-offs between memory-footprint/support radius and process-
ing time of HRBF Implicits and Regularised Variational method (Tables 5.1 and
5.2). To that end, we first assume that the larger support radius is, the better
the reconstruction becomes. From this premise, we seek, for each tested dataset,
the largest support radius each technique tolerates while requiring around 2.5GB
RAM memory (running on a commodity laptop with 4GB of RAM). It must be
observed that, for the Regularised Variational scheme, it is possible to choose
larger radii than HRBF implicits, since it requires solving a linear system whose
order is (1 +n) times smaller than HRBF Implicits’. For enriching our compar-
ison, we also ran the Hermite Variational method with the same radii employed
by our HRBF Implicits.

Table 5.1 shows along its columns the dataset names, the number of points of
each data set, the order n of matrix A, the number of stored non-zeros elements
of A (nnz(A)), a sparsity ratio (from 0, which represents a null matrix, to
about 0.5, which represents a full symmetric matrix, since A is symmetric, only
its lower-triangle is actually allocated), an estimate of the peak-memory used
and the average number of samples inside the support for each radial function
(neighbours). One can observe that the number of neighbours is proportional
to the density of the system. Notice that, for the Homer dataset, the Hermite
Variational scheme requires a low memory footprint even when using a global
radius (approximately 750MB).

Table 5.2 presents the most time-consuming steps: the construction of the
neighbourhood-graph, the construction, symbolic analysis and numerical factor-
ization of the matrix A and the forward/backward substitutions. As shown in
that table, in most cases, the Hermite Variational method is slower than HRBF
Implicits for the largest radius picked, a consequence of the matrix density. In
fact, we can observe that the system density dictates more the processing time
than the system size, when sparsity is exploited in the linear system solver.

That experiment poses a natural question regarding the surface reconstruc-
tion quality of methods with respect to their support radii. We present re-
constructed surfaces of the Octopus dataset for both HRBF Implicits and the
Regularised Variational scheme (Fig. 5.6) with the same support radii used in
the memory tests of Table 5.1. For the largest radius case, both HRBF Implic-
its and Regularised Variational present satisfactory results (Figs. 5.6-(a)(b) for
HRBF Implicits and (c) for Regularised Variational). When picking the support
radius from HRBF Implicits, usually the smaller, the Regularised Variational
solution oscillates more at the bottom of the head of the Octopus than the
previous results.
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We believe the spurious surfaces in the results of the Regularised Varia-
tional scheme (see Fig. 5.6) arise as rendering artifacts (from our customized
version of POV-Ray [POV-Ray, 2010] with our function evaluators), due to
the rootfinder’s sensitivity to the high gradients present in the reconstructed
function. Such steep gradients pose difficulties for identifying the isosurface
of interest. Trying to avoid such undesirable artifacts, we augmented the inter-
polantion space with a polynomial basis. Results of augmenting the Regularised
Variational method with Π0(R3) are presented in Figs. 5.7-(a), using largest ra-
dius for the Variational method, and 5.7-(b), borrowing the largest radius from
HRBF Implicits. For the latter case, the addition of the constant term, de-
spite eliminating those artifact surfaces, produces a more oscillatory result than
previously (Fig. 5.6-(c)). By increasing the polynomial space, reconstructions
becomes slightly better, but the renderer still has difficulties to find only the
isosurface.

Some results of HRBF Implicits concerning regularisation of points and nor-
mals are presented in Figure 5.12. When regularisation is not employed ((a)-
(b)), details are enhanced, but a hole appears. In (c) both regularisation of
points and normals are employed. In (d) we apply the same regularisation pa-
rameter of (c) for points, but we increase the parameter for normals, whereas
in (e) we invert the situation, we use the same of (c) for normals, but increase
the parameter for points. It can be observed in (d) that the surface becomes
smoother and fatter, allowing to fill totally a hole. On the other hand, there
are fewer details than in (e). In (f), choosing larger values for both regularisa-
tion parameters, a very smooth reconstruction arises. For comparison, in (g)
we apply the same regularisation parameter of (f) for normals and no regular-
isation for points while, in (h), inverting again, we use the same regularisation
parameter of (f) for points and zero for normals.

Finally, we observe in Fig. 5.13 the ability of HRBF to enhance details due to
its proper enforcement of normal constraints. In (a), for the sake of comparison,
we present a flat-shaded triangle mesh of the head of the raptor, whereas on
(b) we show its HRBF implicitisation, interpolating both the mesh vertices
and their normals (approximated by renormalized area-weighted averaging of
incident faces’ normals).

5.2 HBRBF Implicits

The hard-constraints on the implicit function’s gradients to interpolate the pro-
vided normals may suffer from issues related to orientation incoherence and the
“tension” associated to the unit-norm constraint (as illustrated in Fig. 5.14). To
alleviate these assumptions, we introduced new formulations for the generalized
interpolation problem of implicit surface reconstruction in Chapter 4.

In the following, we present some illustrative experiments and results ob-
tained with each of these formulations. Unless stated otherwise, all these results
were generated using φ(t) = t3 and augmented with quadratic polynomials.
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5.2.1 Points and incoherent normals I

The formulation presented in section 4.2 requires us to arbitrarily choose a
sample-pair at which the implicit function’s gradient will interpolate the pro-
vided normal (both orientation and unit-norm). Since the function is expected
to have some bias around that point, we choose a sample that is closest to the
center of the minimum enclosing ball of the dataset.

In Fig. 5.15, the chosen sample is located on the upper-lip of the smile
dataset slightly to the left. The figure illustrates the result of two reconstruc-
tions obtained from the datasets in Fig. 5.15-(a) and Fig. 5.15-(c), in which the
normals were obtained by randomly flipping those in the first dataset (which
provided the worst reconstruction for HRBF Implicits as shown in Fig. 5.14-
(c)) except by that chosen sample held fixed. As expected, the reconstruction
is invariant to these flips and results on the same implicit function and curves.
Although the reconstructed curve interpolates well both the samples’ positions
and normal-directions without introducing any spurious components or oscil-
lations, at samples farther away from the chosen point, the implicit function
seems to become flatter with its gradient-norm approaching zero. This can be
observed in the isocontours plot of Fig. 5.15-(b) and the implicit function’s
graph in Fig. 5.15-(d).

It is noteworthy that, althought this flatness may incur in problems for ray-
tracing or iterative point-projection algorithms, since the reconstructed normal
orientation seems to be well-behaved, one might use the computed gradients to
coherently orient the input normals and refit an HRBF Implicit surface from
them. Also interesting to notice is that, as long as one is not too worried about
unit gradient-norms at samples but only on their coherent orientations and
faithful directions, a coarse set of well-spaced samples could be chosen and a re-
construction could be performed for each of them (the cost might be amortized
since most of the interpolation matrix would be the same). After taking some
care with whether an implicit function should be taken instead of its negative,
these functions could be summed or otherwise combined to yield a global inter-
polant to the points and normal-directions whose gradient would be intuitively
expected to be better behaved than each reconstruction obtained by fixing just
one sample at a time.

5.2.2 Points and incoherent normals II

In order to get rid of the arbitrarily chosen sample in the previous formulation
and, hopefuly, to have a better global behaviour of the implicit function’s gradi-
ent, we devised the formulation presented in section 4.3 which solves a suitable
eigenvalue problem to compute “optimal” (variational) gradients at each sample
while minimizing the function space (semi-)norm.

An illustrative example is shown in Fig. 5.16 which was also computed
from the complicating dataset in Fig. 5.14-(c) and its version with randomly
flipped normals. Reconstruction results can be seen in Fig. 5.16-(a) and Fig.
5.16-(g) which are the same despite the random flips as it would be expected
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as can be observed in the isocontour plots in Fig. 5.16-(f) and Fig. 5.16-(h).
Together with the plot of the implicit function graph in Fig. 5.16-(e), these
isocontours depict the well-behaviour of the computed interpolant particularly
when compared to that obtained from the method presented in the previous
section. We can inspect the computed variational gradients in Fig. 5.16-(c) and
Fig. 5.16-(d), especially how the gradient-norm approaches zero near the “kink”
on the corner of the mouth. The close at the reconstruction in Fig. 5.16-(b)
exhibits almost no oscillation due to the arbitrary normal assigned at the kink
sample.

Although these preliminary results seem very encouraging, we have still no-
ticed the appearance of “almost-plateaus” in datasets like Fig. 5.20 indicating
that intrinsic control of the gradient-norm in the reconstruction is still worth
studying. We have also played with some coarse datasets with low noise and
found some trouble with instabilities due to effective smallest-eigenvalue multi-
plicity. Since we take an eigenvector associated to the smallest eigenvalue of a
suitable matrix, when this eigenvalue has multiplicity 2 or more, we may have
troubles with instability leading to bad reconstructions. Although we believe
that regularising the function values might alleviate this issue, we have not tried
it and more experimentation is needed in this direction.

5.2.3 Unoriented points

In section 4.4, we employed the same “trick” used to deal with the nonlinear
constraints from the method introduced in section 4.3 to devise a formulation
which wouldn’t require us to provide normal-directions at all.

An example reconstruction is presented in Fig. 5.17 from a dataset consist-
ing of only the points from the sampling of Fig. 5.14-(a) and shown in Fig.
5.17-(a). Both the reconstructed curve and the computed variational gradients
are depicted in Fig. 5.17-(b). It is noteworthy that the distances among the
samples is about twice the local feature size1 at certain regions, what usually is
problematic for many methods. In Fig. 5.17-(c) and Fig. 5.17-(d) we see the
good behaviour of the computed implicit function for this example.

In Fig. 5.18, we add points at the corners of the mouth and notice a some-
what abrupt change in the behaviour of the reconstructed curve. It should be
noted that, for finer samplings of the same example, the reconstructions with-
out the corners provide a good approximation for the underlying geometry while
those obtained from the same datasets with the corners added exhibit a similar
oscillation near these kinks, however with smaller magnitude. This suggests that
the reconstructions converge faster to the underlying curve when these isolated
kinks are not used in the interpolation procedure. Fig. 5.19 compares both
reconstructions without and with these samples at the corners of the mouth.

The curve in Fig. 5.20 shows an example in which we can notice the appear-
ance of “almost-plateaus” in this formulation where the variational gradients
approach zero at certain regions of sample-points. It is interesting to note that

1The local feature size is usually defined to be the distance to the medial-axis of the curve.
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the directions of the computed variational gradients is almost exact compared
to the original sampled curve and these results are almost the same as those
obtained by using the previous formulation when the original normal-directions
are provided.

5.2.4 Points and tangent-directions

In section 4.5, we introduced a formulation which allows us to recover an implicit
surface interpolating prescribed points and whose corresponding tangent planes
contain given tangents vectors.

In Fig. 5.21-(a), we deform a finite cylinder by a periodic sinusoidal pattern
and sample planar curves on its surface. Reconstruction results with a linear and
a quadratic augmenting polynomial are shown in Fig. 5.21-(b) and Fig. 5.21-
(c), respectively. The interesting thing to notice here is that the reconstructed
surfaces follow the samples in a smooth way without unwanted bumps, which
would be expected in a method which arbitrarily assigns offset-dipoles inside
and outside the surface on the curves’ planes, e.g. [Turk and O’Brien, 2002].

The phase of the deforming sinusoidal pattern is slightly shifted in the exam-
ple of Fig. 5.22, where the difference between linear and quadratic augmenting
polynomials is more visible.

In Fig. 5.23-(a), we show an experiment in which a nonplanar curve on a
component of a simple algebraic surface was sampled and then reconstructed
both with linear and quadratic augmenting polynomials, 5.23-(b) and Fig. 5.23-
(c). It is interesting to notice the expected polynomial reproduction of the
method, correctly extrapolating the unsampled sheet in Fig. 5.23-(c), since the
quadratic term is able to exactly represent the original algebraic surface.

We finally experiment with the reconstruction of branching structures from
sampled contour curves, a common scenario in sketch-based modelling systems.
Fig. 5.24 illustrates the reconstruction of a simple branching structure with
sparse contour curves. The round branches can be made more cylindric by
sampling a couple more curves resulting in the reconstruction depicted at Fig.
5.25.

Fig. 5.26 illustrates a situation in which the curves are too sparsely spaced
compared to the desired surface features. In this case, tunnels are created and
a higher genus surface is recovered. This is solved by sampling more contours
on the surface around the problematic regions as show in Fig. 5.27.
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(a)

(b)

(c)

Figure 5.1: Examples of how normals can affect results (computed without
polynomial augmentation): (a) inconsistent orientation causes an additional
zero-level. This can be avoided by flipping the outer normals (b). In (c),
arbitrarily chosen normals at non-differentiable regions (corner of the mouth)
can cause oscillatory results.
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Figure 5.2: Varying the radius in ψr with no augmentation (r = 0.5, 1, 1.5, 2
and 4): six antipodal points on the sphere.
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(a) surface reconstruction – zero contour – gradient mag-
nitude

(b) surface reconstruction – zero contour – gradient mag-
nitude

(c) surface reconstruction – zero contour – gradient mag-
nitude

(d) surface reconstruction – zero contour – gradient mag-
nitude

Figure 5.3: HRBF Implicits augmentation: (a) no augmentation; (b) to (d)
augmenting with Πd(R3), d = 0, 1 and 2, respectively.
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(a) surface reconstruction – zero contour – gradient magnitude

Figure 5.4: Behaviour of the Regularised Variational scheme (support radii
enclosing all points) [Pan et al., 2009].
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(a) HRBF Implicits plotted with points and normals

(b) HRBF Implicits

(c) Regularised Variational method

(d) FastRBF with offset ε = 0.1

(e) FastRBF with offset ε = 0.01

Figure 5.5: Close sheets test (regularly distributed points): All methods present
similar behaviours when points are regularly distributed. The more refined the
set of samples, the more accurate the reconstructions become.
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(a) HRBF Implicits with largest radius
(points are plotted)

(b) HRBF Implicits with largest radius

(c) Regularised Variational with largest radius (d) Regularised Variational with HRBF Im-
plicits’ largest radius

Figure 5.6: HRBF Implicits and Regularised Variational present similar results.
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(a) with Π0(R3) and its largest radius (b) with Π0(R3) and HRBF Implicits’ largest
radius

(c) with Π1(R3) and HRBF Implicits’ largest
radius

(d) with Π2(R3) and HRBF Implicits’ largest
radius

Figure 5.7: Regularised Variational method with polynomial augmentation:
Spurious surfaces (probably caused by the difficulty of the renderer rootfinder
to identify only the component of interest) are eliminated when Π0(R3) is used,
but with HRBF Implicits’ radius (b), reconstruction oscillates more than with-
out augmentation. In case of using Πd(R3), d = 1, 2 (c)-(d), reconstructions
become less oscillatory, but the renderer again has difficulties to find only the
connected component of interest.
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(a) HRBF Implicits (b) Regularised Variational

Figure 5.8: Homer (head) fitted using the largest radius for each method: HRBF
Implicits’ interpolant enhances details.
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Figure 5.9: Close sheets test (nonuniformly distributed points). HRBF Im-
plicits: Even for coarse nonuniformly sampled datasets, we are able to achieve
geometrically stable results while interpolating both points and normals.
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Figure 5.10: Close sheets test (nonuniformly distributed points). Regularised
Variational approach: Good results are only attained under almost uniform
sampling. Moreover, we observe that, in the coarsest torus, normals are not
well approximated.
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(a) ε = 0.1 ε = 0.1 ε = 0.01

(b) ε = 0.1 ε = 0.1 ε = 0.01

(c) ε = 0.1 ε = 0.1 ε = 0.01

(d) ε = 0.1 ε = 0.1 ε = 0.01

(e) ε = 0.1 ε = 0.1 ε = 0.01

(f) ε = 0.1 ε = 0.1 ε = 0.01

Figure 5.11: Close sheets test (nonuniformly distributed points). FastRBF has
difficulties on all datasets in which one of the tori is the coarsest. One also
can notice how FastRBF is sensitive to the choice of the offset ε (the distance
between the tori is 0.25).
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(a) no regularisation (b) no regularisation

(c) with regularisation (d) regularisation of (c) for
points, but larger for normals

(e) regularisation of (c) for
normals, but larger for points

(f) larger regularizations for
points and normal

(g) regularisation of (f) for
normals and none for points

(h) regularisation of (f) for
points and none for normals

Figure 5.12: HRBF Implicits with regularisation.
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(a) Piecewise-linear surface defined by a triangle mesh

(b) HRBF Implicits

Figure 5.13: HRBF Implicits: reconstruction with enhanced details due to the
use of first-order (normals) information.
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(a) Spurious component (b) Oscillation

(c) Combined issues

Figure 5.14: Issues due to orientation and unit-norm gradient constraints.
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(a) Reconstruction (b) Isocontours (c) Random flips

(d) Implicit function

Figure 5.15: Hermite-Birkhoff implicit curve interpolation: at every point, the
function is constrained to be zero and the gradient to be orthogonal to the
tangent space while the gradient norm is constrained at just one point.
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(a) Reconstruction (b) Close on the “kink”

(c) Variational gradients (d) Close on variational gradients

(e) Implicit function (f) Isocontours

(g) Random flips (h) Isocontours

Figure 5.16: Reconstruction solving eigenproblem to find variational gradients.
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(a) Sample points (b) Isocurve and variational gradients

(c) Implicit surface (d) Isocontours

Figure 5.17: Reconstruction from unoriented points to find variational gradients.
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(a) Sample points (with “kinks”) (b) Isocurve and variational gradients

(c) Implicit surface (d) Isocontours

Figure 5.18: Reconstruction from unoriented points with “mouth corners”.

Figure 5.19: Reconstructions without (black) and with (blue) the corners.
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Figure 5.20: Pretty much the same results when normal-directions are provided.
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(a) Samples

(b) Linear polynomial (c) Quadratic polynomial

Figure 5.21: Smashing a cylinder I.
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(a) Samples

(b) Linear polynomial (c) Quadratic polynomial

Figure 5.22: Smashing a cylinder II.
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(a) Samples

(b) Linear polynomial (c) Quadratic polynomial

Figure 5.23: Smashing a cylinder III.
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(a) Samples

(b) Reconstruction

Figure 5.24: Branching I.
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(a) Samples

(b) Reconstruction

Figure 5.25: Branching II.
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(a) Samples

(b) Reconstruction

Figure 5.26: More branching I.
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(a) Samples

(b) Reconstruction

Figure 5.27: More branching II.
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Chapter 6

Concluding remarks

In this thesis, we presented a framework for dealing with surface reconstruction
problems in which the data represents linear measurements of an unknown im-
plicit function. Our theoretical considerations naturally induce a computation-
ally tractable form for the recovered function and allow us to both interpolate or
approximate the data by solving a few sparse symmetric positive definite linear
systems.

As a concrete realization of that framework, we introduced HRBF Implicits,
which are a direct result of Hermite-Birkhoff interpolation theory with radial
basis functions under the assumption of (first-order) Hermite-data, i.e. mea-
surements of the implicit function’s values and gradients.

Our prototype system has already allowed us to solve surface interpolation
problems of up to 500K point/normal samples in R3 within just a couple min-
utes. Its implementation is almost a direct translation of the mathematical
results and is general enough to be independent of the space dimension, except
for the visualisation module, yet including the main acceleration data structure,
an unbalanced kd-tree.

Also, as a byproduct of our theoretical considerations, we gained some in-
sights on a related regularisation-based scheme, which was deduced from a
statistical learning perspective, and this allowed us to enhance the flexibility
of both methods by ensuring well-posedness of an interesting combined inter-
polation/regularisation approach. Similar insights came up by comparing our
derivations and results with those from a recent variationally-deduced approach
allowing a better understanding of the method in that work.

The framework we presented opens many avenues for further research. It
is well known in RBF theory and practice the trade-off between stability of
the interpolation system and the error associated with the recovered function.
Intuitively, the larger the radius of the compactly-supported basis functions,
smaller the error in the recovered function, but more difficult it can be to solve
the interpolation system. This difficulty can be observed as denser matrices and
more nonzero terms when evaluating the recovered function, also the condition
number of the interpolation system becomes larger. The RBF community came

59
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up with many approaches to tackle this issue, some of them previously adopted
by computer graphics researchers, presenting us interesting opportunities for
further investigation.

Domain decomposition. In order to allow larger datasets and larger sup-
ports, the memory requirements of a sparse Cholesky decomposition can be
alleviated by employing an iterative process in which each step consists of in-
terpolating a residual on many smaller subsets of the input data. The results
presented in [Beatson et al., 2001] could be extended to our framework and even
coupled with a Krylov-subspace accelerator such as the preconditioned conju-
gate gradients method. Thus allowing us to deal with larger datasets without
the large memory consumption of a full sparse factorization.

Partition of unity. A decomposition of the dataset in subdomains can also
be used to build an interpolant without an iterative process by employing par-
tition of unity functions (e.g. [Ohtake et al., 2003]). It can be shown that, by
interpolating the data inside the support of each PU, an implicit function can
be constructed by blending those interpolants with the PU functions such that
its zero-set passes through the input points and whose gradient matches the
normals provided.

Mutiple scales. By creating a hierarchy of subsets of the input samples
(e.g. [Dyn et al., 2007]), one is able to employ larger radii on coarser levels
of the hierarchy while interpolating residuals using smaller radii on the finer
levels. This way, a global interpolant can be computed with large support even
for very large datasets. And actually, by stopping the procedure before inter-
polating the whole dataset, an approximating implicit function with very good
practical reproduction may be recovered [Ohtake et al., 2005].

Basis selection. Methods which reduce the complexity of the interpolant
comprise a very promissing subject for investigation since they allow for larger
supports even when dealing with large redundant datasets. Some interesting
greedy approaches rely only on a general Hilbert space structure [Schaback and Wendland, 2000],
by choosing the most correlated basis with respect to a residual, or specifically
with the surface reconstruction problem where the centers are chosen by local
curvature error estimates [Walder et al., 2006]. These methods can be seen as
block coordinate descent methods [Bertsekas, 1999] applied to a suitable inter-
pretation of the interpolation problem as a subspace projection [Wendland, 2005].
An interesting avenue on which we are currently working relates to a gener-
alization of this approach to more general constraints allowing for interval-
constraints on the function values and gradient deviations. Our preliminary
studies show a connection with `1-regularised quadratic minimization and its
sparsity-promoting properties.
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Hermite thin-plate splines. In Duchon’s seminal paper [Duchon, 1977], it
has been shown how to design kernels by minimizing certain semi-norms in
suitable spaces of smooth functions under generalized interpolation constraints.
By requiring C1-continuity and first-order Hermite data, he derived a globally-
supported interpolant which generalizes the thin-plate splines of classical in-
terpolation by minimizing a curvature-related semi-norm similar to that which
originates the kernel used in [Carr et al., 2001]. Besides our experiments in
section 5.2, these globally-supported energy-minimizing Hermite interpolants
have recently been successfully employed in sketch-based modelling applica-
tions [Brazil et al., 2010a] and the good properties of their implicit functions
were exploited in designing point-based shape and tone depiction of implicit
surfaces in [Brazil et al., 2010b, Brazil et al., 2010c]. An interesting direction
for further research concerns deriving fast multipole methods and basis selec-
tion algorithms analogous to those used by Carr et al. for this variational
interpolant.

Hermite-Birkhoff interpolation. We believe that many problems in com-
puter graphics can benefit from the general framework of Hermite-Birkhoff inter-
polation with RBFs. Very promising results which might be applicable to photo-
metric stereo and shape-from-shading have been presented in [Kaminski et al., 2008].
An also interesting application is the fitting of heightmaps from elevation-curves,
which could be more faithfully reproduced by employing steepest-descent (nor-
mal) directions as done in Chapter 4 for incoherent normal orientations in im-
plicit surface reconstruction. We are also investigating the use of more gen-
eral constraints for modelling noisy scenarios. For instance, convex cone- and
(linear) directional-constraints could be employed to model uncertainty in the
normal-directions allowing for a solid uncertainty-cone in which each normal
would be expected to reside. Preliminary results indicate this would lead to
second-order cone programming problems for which efficient interior-point and
scalable first-order (optimization) methods exist.

Vector fields. The general theoretical framework presented in Chapter 2 can
also be employed to the case in which we have a Hilbert space of vector fields.
Such a consideration can be useful to reconstruct vector fields for different ap-
plications. For instance, such a construction for vector fields has recently been
employed for image warping applications with region-of-interest (ROI) control
and general first-order Hermite-Birkhoff constraints in [Pereira et al., 2010] with
visible advantages particularly with respect to the smoothness of the warping
fields along the boundary of the ROI.

An also interesting application concerns the reconstruction of velocity fields
from fluid flow applications. The key advantage here is that it is possible to
construct Hilbert spaces of vector fields respecting desirable field properties
such as zero-divergence or zero-curl (see [Macêdo and Castro, 2008] and refer-
ences there in). It is noteworthy that the div-free and curl-free interpolants
(and associated matrix-valued kernels) used in [Macêdo and Castro, 2008] can
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be deduced from div- or curl- Hermite-Birkhoff interpolants in certain natural
RBF-induced spaces of vector fields, however this doesn’t seem to have been ex-
ploited yet as well as a connection of this construction (for the classical inverse
multiquadric RBF) with the (regularised) Biot-Savart law.

Dynamic implicit surfaces. This research was motivated by the problem of
tracking surfaces evolving along a vector field [Gois et al., 2008a, Gois and Buscaglia, 2010].
To this end, it still remains the issue of suitably resampling the implicit function
resulting from a displacement of the original samples’ locations and gradients.
This application represents an important problem in fluid mechanics and dy-
namic implicit surfaces in general.
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de Figueiredo, L. H. (2010b). A Few Good Samples: Shape & Tone Depic-
tion for Hermite RBF Implicits. In Proceedings of the 8th International Sym-
posium on Non-Photorealistic Animation and Rendering (NPAR’10), pages
7–15, New York, NY, USA. ACM.

63

http://math-atlas.sourceforge.net/


64 BIBLIOGRAPHY

[Brazil et al., 2010c] Brazil, E. V., Macêdo, I., Sousa, M. C., Velho, L., and
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de Figueiredo, L. H., and Sousa, M. C. (2010). RGBN Image Warping. Graph-
ical Models. (Submitted).

[POV-Ray, 2010] POV-Ray (2010). Persistence of Vision Ray Tracer.
http://www.povray.org/.

http://www.povray.org/


66 BIBLIOGRAPHY

[Schaback and Wendland, 2000] Schaback, R. and Wendland, H. (2000). Adap-
tive greedy techniques for approximate solution of large RBF systems. Nu-
merical Algorithms, 24(3):239–254.

[Schreiner et al., 2006] Schreiner, J., Scheidegger, C., and Silva, C. (2006).
High-quality extraction of isosurfaces from regular and irregular grids. IEEE
Transactions on Visualization and Computer Graphics, 12(5):1205–1212.

[Shen et al., 2004] Shen, C., O’Brien, J. F., and Shewchuk, J. R. (2004). In-
terpolating and approximating implicit surfaces from polygon soup. In SIG-
GRAPH ’04: ACM SIGGRAPH 2004 Papers, pages 896–904, New York, NY,
USA. ACM.

[Shi et al., 2010] Shi, L., Guo, X., and Zhou, D.-X. (2010). Hermite learning
with gradient data. J. Comput. Appl. Math., 233(11):3046–3059.

[Singh and Narayanan, 2009] Singh, J. M. and Narayanan, P. (2009). Real-time
ray tracing of implicit surfaces on the gpu. IEEE Transactions on Visualiza-
tion and Computer Graphics, 99(RapidPosts):261–272.

[Turk and O’Brien, 2002] Turk, G. and O’Brien, J. F. (2002). Modelling with
implicit surfaces that interpolate. ACM Trans. Graph., 21(4):855–873.

[Walder et al., 2006] Walder, C., Schölkopf, B., and Chapelle, O. (2006). Im-
plicit Surface Modelling with a Globally Regularised Basis of Compact Sup-
port. Computer Graphics Forum, 25(3):635–644.

[Watkins, 2007] Watkins, D. S. (2007). The matrix eigenvalue problem. Society
for Industrial and Applied Mathematics (SIAM), Philadelphia, PA. GR and
Krylov subspace methods.

[Wendland, 1995] Wendland, H. (1995). Piecewise polynomial, positive definite
and compactly supported radial functions of minimal degree. Advances in
Computational Mathematics, 4(1):389–396.

[Wendland, 2005] Wendland, H. (2005). Scattered Data Approximation, vol-
ume 17 of Cambridge Monographs on Applied and Computational Mathemat-
ics. Cambridge University Press, Cambridge.

[Zhou, 2008] Zhou, D.-X. (2008). Derivative reproducing properties for kernel
methods in learning theory. J. Comput. Appl. Math., 220(1-2):456–463.


	Resumo
	Abstract
	Agradecimentos
	Acknowledgements
	Dedicatória
	Introduction
	Related Work
	Contributions

	Generalized Interpolation
	Hermite-Birkhoff interpolation with RBFs
	Space augmentation and polynomial reproduction

	HRBF Implicits
	First-order Hermite interpolation with RBFs
	On two regularisation-based approaches
	Computational aspects
	Assembling the interpolation/approximation system
	Solving the interpolation/approximation system


	HBRBF Implicits
	An alternative formulation for HRBF Implicits
	When you cannot trust your normals I
	When you cannot trust your normals II
	When there is no orientation
	Reconstructing surfaces from points and tangents
	Final remarks

	Results
	HRBF Implicits
	HBRBF Implicits
	Points and incoherent normals I
	Points and incoherent normals II
	Unoriented points
	Points and tangent-directions


	Concluding remarks

