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La texture est un aspect important de la computation graphique car elle permet 
d’accroître le réalisme des images. La synthèse de texture est l’un des meilleurs moyens 
de créer des images de texture de taille arbitraire. Cependant il reste difficle de 
développer  un algorythme à la fois rapide et capable de produire des résultats de haute 
qualité. J’ai étudié deux algorythmes très similaires qui atteignent de bonnes 
performances: l’un conçu par Wei L.-Y. et Levoy M. et l’autre par Ashikhmin M. Les 
algorythmes nécessitent un échantillon de texture en entrée et engendrent une image de la 
taille désirée par l’utilisateur, ils sont donc très faciles d’emplois. 
L’algorythme de Wei-Levoy utilise les propriétés de localité et de stationarité des 
textures pour synthétiser une image pixel par pixel en cherchant le pixel de l’échantillon 
d’entrée dont le voisinage est le plus proche de celui du pixel courant. Comme le coût de 
traitement est élevé, des pyramides multi-resolution et une accélération par quantification 
apportent des solutions efficaces. 
L’algorythme Ashikhmin est directement inspiré du premier. Mais il introduit la notion 
de cohérence de la synthèse. En effet, le pixel courant recoit la valeur d’un pixel d’entrée 
élu parmi une liste de candidats choisis parce qu’ils sont proches des pixels qui servirent 
à la synthèse des pixels proches du pixel courant. Cet algoryhme est extrèmement rapide 
et donne des résultats de haute qualité pour la classe des textures dites naturelles. 
J’ai implémenté ces méthodes en Java, comme l’interface qui permet de charger, 
sauvegarder, afficher les images et de changer les paramètres de synthèse. J’ai également 
implémenté d’intéressantes applications de contrôle par l’utilisateur de certaines règles de 
synthèse. 
 
Texture is an important aspect of computer graphics, because it allows increasing the 
realism of images. The synthesis of textures is one of the better ways to create texture 
images of arbitrary size. However, it remains difficult to develop an algorithm that is both 
efficient and capable of generating high quality results. I studied two algorithms very 
similar that reach very good performances: one designed by Wei L.-Y. and Levoy M. and 
the other by Ashikhmin M. The algorithms require a texture sample as input and generate 
an image of the size chosen by the user, so they are very easy to use. 
The Wei-Levoy algorithm uses the locality and stationarity properties of the textures to 
synthesize an image pixel by pixel searching the pixel in the input sample with the 
nearest neighborhood from the one of the current pixel. As it is quite computationally 
expensive, multi-resolution pyramids and quantization acceleration bring efficient 
solutions. 
The Ashikhmin algorithm is inspired from the first one. But it adds the idea of coherence 
in the synthesis. That is, the current pixel receives the value of an input pixel elected 
among a list of pixels candidates chosen because they are near from the pixels which was 
used to assign the pixels near from the current pixel. This algorithm is extremely efficient 
and gives high quality results for the class of natural textures. 
I implemented those methods in Java, as the interface, which permits to load, save, 
display images and changing the parameters of the synthesis. I implemented also 
interesting applications of user control, allowing the user to impose some rules to the 
synthesis. 



1 Introduction 
 
Texture mapping that consists in collocating adequately a pattern on a surface adds 
realism to computer-generated images because texture perception takes a great part in the 
visual experience. Textures describe a wide variety of surfaces such as terrain, plants, 
minerals, fur or skin. These textures can be obtained from a variety of sources such as 
hand-drawn pictures or photographs. But texture synthesis is an important way to create 
textures because of its easier handling. Texture synthesis presents also important potential 
applications that make it a large field of research today; some examples are occlusion fill-
in, compression and image de-noising. 
The goal of texture synthesis can be stated as follows: Given a texture sample, synthesize 
a new image that, when perceived by a human viewer, seems to be generated by the same 
underlying stochastic process. The two challenges are how to estimate the stochastic 
process from a given finite texture sample –modeling- and how to develop an efficient 
sampling procedure to produce new images with the texture in question –sampling-. Both 
parts are essential for the quality of texture synthesis: The visual fidelity depends mainly 
on the accuracy of the modeling, while the computational cost which is an important 
parameter in graphical computation is directly determined by the efficiency of the 
sampling. 
 
 
1.1 History 
 
Developing a robust and general texture synthesis algorithm has been proved difficult by 
the great number of various approaches already done without successfully solving the 
problem. Here are briefly presented some of those methods as done in [1]. 
Certain textures can be synthesized by simulating their physical generation process when 
it is well known. This is only possible for restrained textures classes as biological or 
natural patterns (fur, scales, skin, cloud, mineral…). 
Markov Random Fields (or Gibbs sampling in a different mathematical form) model 
textures in many algorithms, and generate textures by probability sampling. Since 
Markov Random Fields have been proven to be a good approximation for a wide range of 
texture types, these algorithms are general and some of them produce good results. 
However, the Markov Random Field sampling is computationally very expensive. 
Some algorithms model textures as a set of features, and generate new images by 
matching the features in a texture sample. These algorithms are usually more efficient 
than Markov Random Field algorithms. Heeger and Bergen model textures by matching 
marginal histograms of image pyramids. Their technique succeeds on highly stochastic 
textures but fails on more structured ones. De Bonet synthesizes new images by 
randomizing an input texture sample while preserving the cross-scale dependencies. This 
method works well, but it can produce boundary artifacts if the input texture is not 
tileable. Simoncelli and Portilla generate textures by matching the joint statistics of the 
image pyramids. Their method can successfully capture global textural structures but fails 
to preserve local patterns. 
 
 



More, the synthesis methods developed till those I studied are generally very few “user 
friendly”. That is, many parameters are necessary to set the quality of the synthesis, and 
they are often obscure and unintuitive. More, there exist few parameters to control the 
synthesized image properties such as distribution of features and distortion. 
 
 
1.2 Overview 
 
My goal was to study and implement the algorithm recently developed by Wei-Levoy [1] 
that combines the advantages of previous approaches. Its advantages are its efficiency, 
generality, ability to produce high quality, tileable textures, and user friendship, i.e. that 
the number of tunable input parameters is minimal. This is achieved by a careful 
selection of both the texture modeling and the synthesis procedure. For the texture model, 
Markov Random Fields are used since they have been proven to cover a high variety of 
texture types. However, the synthesis procedure avoids explicit probability construction 
and sampling because of their high computation cost. 
Markov Random Field methods model a texture as a realization of a local and stationary 
random process. That is, each pixel of a texture image is characterized by a small set of 
spatially neighboring pixels, and this characterization is the same for all pixels. Sliding a 
small movable window through an image to observe it, the image is said stationary if, 
under a proper window size, the observable portion always appears similar independently 
of the window position. The image is local if each pixel is predictable from a small set of 
neighboring pixels and is independent of the rest of the image. 
Based on these locality and stationarity assumptions, the Wei-Levoy algorithm 
synthesizes a new texture so that it is locally similar to an example texture patch. The 
new texture is generated pixel by pixel, and each pixel is determined so that local 
similarity is preserved between the example texture and the result image. Since the cost 
of those operations is high, an acceleration process has been developed too. 
The inputs consist of an example texture patch and a random noise image with the size of 
the output image set by the user. The algorithm modifies this random noise to make it 
look like the given example. This technique is flexible and easy to use, since only an 
example texture patch is required. The algorithm is quite easy to implement; the two 
major components are a multi-resolution pyramid and a searching algorithm. 
Studying also parallel studies during my work in order to enrich it, I found an interesting 
work realized by Michael Ashikhmin in [2]. Its main points of interest were the 
following. It derives from the algorithm by Wei and Levoy and then was very near and 
gives to discuss that one. It highly improves the results produced for a rich and familiar 
class of textures, the natural textures that consist of an arrangement of distinct objects, of 
irregular but familiar shapes and sizes. Such arrangements are often encountered in 
nature; examples are grass, tree branches and leafs, pebbles, blossoming flowers, bushes, 
and forest undergrowth. This algorithm presents also the property of being much faster. 
The coding complexity is about the same as the basic Wei-Levoy algorithm, only more 
introducing the notion of ancestor of an already synthesized pixel. So I implemented this 
texture synthesis method too as I was interesting in the comparison of their respective 
results. 



Since both the methods implementations were functioning well, I began studying the 
synthesis user control. That is, how adding a new parameter imposing the output image to 
obey to some new rule. I implemented two similar types of control. They are both local 
controls, i.e. they force the texture to be synthesized with different properties depending 
of the current position. 
The first is the distorted synthesis. The information of the local distortion in the whole 
output image (orientation and scale) chosen by the user, the texture features produced 
have to follow these properties. This is an approach of the texture mapping on volume, 
because it that last case the texture has to be collocated considering the position of the 
current pixel and the orientation of the local surface. 
The second application, proposed by Ashikhmin in [2], concerns more the natural 
textures and more precisely the ones that present various types of structures (as flowers 
and grass for example) but is applicable to any type of texture. It allows the user to define 
in which part of the image will be synthesized which pattern of the texture. 
During this work, appears the necessity of creating a user interface, in order to facilitate 
the control of the right processing of the program, which becomes an important part of 
the work, allowing emphasizing the whole work. 
 
This paper is organized as follows. In Section 2 are described the algorithms used, in 
Section 3 the applications developed, whose results are presented in Section 4. 
Discussions and general conclusion are developed in Section 5. The Appendix 1 presents 
the user interface. 



2 Methods 
 
2.1 Wei-Levoy algorithm 
 

    
 
 (a) (b) (c) 
 
Figure 2.1: Illustration of the synthesis input and output. The texture sample (a) is used to 
transform the noise (b) in the image (c). 
 
2.1.1 Single resolution W-L algorithm 
 
Principle 
 
To make the reader well understand the general principle of the texture synthesis as 
studied in this entire document, I will describe precisely the basic algorithm. What is 
called the basic algorithm is the first method I implemented, proposed by Li-Yi Wei and 
Marc Levoy in [1], to sum up, the method is a single resolution visit in scan line order of 
the output image with exhaustive research of the best pixel among the sample. At the 
beginning, the output image is initialized with a white noised image of the size of the 
desired final image (See Figure 2.1). Each pixel of that image has to be visited in the scan 
line order from the upper left corner to the right bottom one to attribute it the best value 
possible, using the sample image. 
Supposing the current pixel is in the middle of the image, the pixels on the lines upper 
and the pixels at the left were already synthesized. It appears that the value to attribute to 
this pixel to guarantee the similarity between the output image and the texture sample is 
highly dependant of a close spatial neighborhood of this pixel. So we will give us a fixed 
shape of neighborhood and compare the pixels in this neighborhood of the current pixel 
to each neighborhood of the same shape in the sample image. The L2 distance is used to 
find the nearest neighborhood and by the way the pixel associated in the sample image. 
The new value of the current pixel in the output image becomes the one of this pixel 
associated, to ensure that the newly assigned pixel will maintain as much local similarity 
as possible between the input and output images. The Figure 2.2 illustrates this process. 
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Figure 2.2: Single resolution Wei-Levoy texture synthesis. (a) represents the shape of the 
neighborhood that will be used in all the process (- for the current pixel and - for the 
pixels in the neighborhood). (b) and (c) show some pixels of the sample and the 
associated neighborhoods. The value of each output pixel is determined by comparing its 
neighborhood with all the neighborhoods in the input texture. (1), (2) and (3) represent 
respectively the synthesis of the first pixel, of a pixel in the middle and of the last pixel. 
The output image is considered toroidal as shown in (1) and (3). Actually, the last 
columns and rows of the initial noise are used, the rows for the synthesis of the pixels of 
the first rows and the columns for the pixels of the first columns, because of the causality 
of the neighborhood. The black pixels in (1) and (2) represent pixels of the noised image 
that will not be used. 
 
Algorithm 
 

A formalization of the algorithm is shown in the Table 2.1.  
 
Notations 
 
Symbol Meaning 
Ii Input texture sample 
Io Output texture sample 
I(x,y) Pixel at position (x,y) in image I 
 



______________________________________________________________________ 
function Io ← TextureSynthesis(Ii,outputsize) 

1. Io ← Initialize(outputsize); 
2. loop through all pixels (x,y) of Io 
3.     C ← FindBestMatchPixel(Ii,Io,x,y); 
4.     Io(x,y) ← C; 
5. return Io; 

______________________________________________________________________ 
function C ← FindBestMatchPixel(Ii,Io,x,y) 

1. N ← BuildNeighborhood(Io,x,y); 
2. Nbest ← null; 
3. C ← null; 
4. loop through all pixels (xi,yi) of Ii 
5.     Ni ← BuildNeighborhood(Ii,xi,yi); 
6.     if Distance(Ni,N)<Distance(Ni,Nbest) 
7.         Nbest ← Ni; 
8.         C ← Ii(xi,yi); 
9. return C; 

 
Table 2.1: Algorithm of the single resolution synthesis. 
 
Initialization: the Initialize function creates an image of the desired size containing a 
white random noise. 
Synthesis ordering: the loop statement at line 2. of TextureSynthesis refers to the order of 
visit of the output image. A scan line order is generally used. As we will see further other 
orders are possible. 
Neighborhood: it is constructed by the function BuildNeighborhood. It can be quite free, 
but it is important that two neighborhoods contain the same number of pixels to be 
compared. For a scan line order, cooperation is clearly wished between the neighborhood 
and the ordering in order to use only pixels already synthesized. 
Searching: the function FindBestMatch describes an exhaustive search among the input 
pixels, using the Distance function to compare two neighborhoods. 
 
General remarks 
 
a. Neighborhood 
 
The shape of the neighborhood will then have a main role in the synthesis. The larger it 
will be, the better the properties of the texture will be captured and the nearer the texture 
of the output image will be from the sample. It is well shown in the Figure 4.1 where 
three images were synthesized with different sizes of neighborhoods. 
 
Beside the size, the shape is important too, a causal form, which will contain only pixels 
already synthesized, will give far better results because the pixels used are coherent 
(Figure 2.3). Using a non-causal (symmetric) neighborhood whose shape is a square, a 
noise is added and the result is worst. A causal neighborhood is also called L-shaped or 



asymmetric because it only contains the pixels of the square that are in the lines upper or 
at the left of the pixel.  
 

    
 
 (a) (b) (c) 
 
Figure 2.3: Importance of the causality of the neighborhood. Using the sample (a) the 
images (b) and (c) are respectively synthesized using a causal and non-causal 
neighborhood of size 9x9. The noise includes in the synthesis of (c) blur highly the 
image.  
 
b. Edge handling 
 
It is important to treat properly the pixels that are at the image boundaries for the output 
image as for as the input one. 
The output image is considered toroidal. Considering the neighborhood of a pixel (x,y), 
we have to consider various pixels (x+dx,y+dy), it occurs that (x+dx,y+dx) is out of the 
image. So, we considered that Io(x,y) = Io(x mod W,y mod H) , where W and H are the 
number of columns and rows in the output image. That guarantees that the output image 
will be tiled, and also that the maximum information will be used during the computation. 
For the input image, as it is not necessarily tiled, it is important to consider only interior 
neighborhoods to avoid to get neighborhoods crossing boundaries, not to introduce those 
invalids blocks in the searching process. 
 
c. Initialization 
 
A characteristic of textures is to contain randomness beside the recognizable structures. 
To produce realistic textures it is essential to capture this random aspect. This is made 
here by the initialization image that is white random noised, and that will be gradually 
modified during the process. 
Actually only the ultimate rows and the last columns of the random image are used to 
initiate the synthesis of the pixels of the first line, using a causal neighborhood. After 
several lines only pixels already assigned are contained in the neighborhood (which do 
not include the current pixel). Even if a little part of this initialization image is read, it 
conditions the whole the result image. 
 
 
 
 
 



2.1.2 Multi-resolution Wei-Levoy algorithm 
 
Principle 
 
The performance of this basic method is limited: it needs large shape of neighborhood to 
give interesting results because little shape just allows grabbing the details of the texture, 
a large one is necessary to grab the general structure of the texture. The problem of using 
large neighborhood is the processing time required. Here appears the utility of a multi-
resolution method. If we can get high scale properties of the texture by using lower 
resolutions images (and so smaller neighborhoods) and use it to build higher resolution 
images (where we get details with small neighborhood too), we construct an image of 
high quality and reducing the process time. 
So the algorithm is as following: we build pyramid from the sample image and the white 
noised image with the same ratios for the both. Gaussian pyramid are used, were each 
level of the image is get by blurring the image of higher resolution. Then the synthesis 
begins at the lowest level of resolution. Here the single resolution method is used, 
synthesizing the lowest level of the output pyramid using neighborhoods picked in the 
lowest level of the input pyramid. Once this level is synthesized, we synthesize each level 
of the output pyramid from the lower to the higher using multi-resolution neighborhoods 
(see Figure 2.4). At the level L, the neighborhood of the current output pixel contains 
various single resolution neighborhoods: one in the level L and others in the levels of 
lower resolution containing the pixels already synthesized during the previous steps of 
the algorithm. So the image is produced taking account of the structures of the texture 
form the ones with low frequency to the ones with high frequency. As small 
neighborhood sizes is required at each level of the pyramid and as the lower levels are 
faster to compute because of their smaller size, the computation cost is much more 
reasonable and the quality of the output image is equivalent. 

 
 L L+1 
 
Figure 2.4: Multi-resolution neighborhood. The current resolution level of the pyramid is 
shown at left and the next lower one at right. The current pixel is , located at (L,x,y), its 
neighborhood at level L is marked as , its parent pixel in the level L+1 located at 
(L+1,x/2,y/2) if the ratio between the two level is 2 is marked as , and its neighborhood 
at the level L+1 is marked as . The neighborhood vectors used to search the best pixel 
contain the pixels  and . This neighborhood is causal, all the pixels in it have already 
been assigned. This neighborhood in particular will be written {5x5,3x3}. 
 
 



Algorithm 
 

A formalization of the algorithm is shown in the Table 2.2. 
 
Notations 
 
Symbol Meaning 
Ii Input texture sample 
Io Output texture sample 
Gi Gaussian pyramid built from Ii 
Go Gaussian pyramid built from Io 
G(L) Lth Level of pyramid G 
G(L,x,y) Pixel at level L and position (x,y) of G 
 
______________________________________________________________________ 
function Io ← TextureSynthesis(Ii,outputsize) 

1. Io ← Initialize(outputsize); 
2. Go ← BuildPyramid(Io); * 
3. Gi ← BuildPyramid(Ii); * 
4. foreach level L from lower to higher of Go * 
5.     loop through all pixels (x,y) of Go(L) 
6.         C ← FindBestMatchPixel(Gi,Go,L,x,y); 
7.         Go(L,x,y) ← C; 
8. Io ← ReconPyramid(Go); * 
9. return Io; 

______________________________________________________________________ 
function C ← FindBestMatchPixel(Gi,Go,L,x,y) 

1. N ← BuildNeighborhood(Go,L,x,y); 
2. Nbest ← null; 
3. C ← null; 
4. loop through all pixels (xi,yi) of Gi(L) 
5.     Ni ← BuildNeighborhood(Gi,L,xi,yi); 
6.     if Distance(Ni,N)<Distance(Ni,Nbest) 
7.         Nbest ← Ni; 
8.         C ← Gi(L,xi,yi); 
9. return C; 

 
Table 2.2: Algorithm of the multi-resolution synthesis. 
 
The new lines are marked by a *. Notice that images Ii and Io are replaced by the 
pyramids Gi and Go. 
Pyramid: the pyramids of input and output image are built by the function BuildPyramid. 
The type of pyramid does not import, while the ReconPyramid function allows getting 
the final image. I chose to use Gaussian pyramid, so that the reconstruction is trivial: the 
higher level of the pyramid gives the image. 



General remarks 
 
a. Neighborhoods 
 
Now, the neighborhoods used contained pixels in different levels of resolution. See 
Figure 2.4 to understand the shape of the neighborhoods used for the synthesis of the 
levels of the pyramid except the lowest one synthesized with the single resolution 
method. The higher level of the neighborhood is asymmetric because only pixels in the 
upper lines and at the left of the current pixel are already treated, but the lower levels of 
the neighborhood are symmetric because all the pixels in the lower resolution image are 
already treated, because this level was entirely synthesized at the previous step of the 
algorithm. 
The similarity between two multi-resolution neighborhoods is measured by computing 
the sum of the squared distance of all pixels within them. 
 
b. Edge Handling 
 
It is necessary to be careful with the boundary of the input pyramid. As there are L-
shaped and square-shaped neighborhoods in the multi-resolution neighborhood, and as 
their size can be chosen in a way that the lower neighborhood “includes” totally the 
higher one, only pixels in the current input level whose neighborhood is interior in each 
level of the input pyramid (not only the current one). 
As the output image is still considered toroidal at each level, there is no such problem of 
boundary and we still use the modulo function to get the pixel in the output pyramid. 
 
c. Initialization 
 
As for the single resolution method, the randomness of the texture is taking in account by 
the white random noised image initialization. The point is the construction of the output 
pyramid using this random image. It is important to create the Gaussian pyramid from 
this image because we could also imagine creating various images of sizes going smaller, 
each one white random noised and independent. But as the synthesis at the lowest level 
represents the painting of the general structure and the synthesis of the other the painting 
of the more and more precise details, it is important for each level of the initial output 
pyramid to be a blurred image of the higher one at the construction of the initial output 
pyramid, that creates a coherence in the synthesis process. 
As the Gaussian pyramid is a model for continuous image, the implementation needs to 
model it with a discrete one. The down sampling is modeled by scaling the image and 
interpolating it in a bilinear way, using the four nearest pixels to compute the value of the 
pixel in the new blurred image. The much pixels are using to do the interpolation, the 
better is approximated the Gaussian model.  
 
As shown in Section 4, this method gives results of quality for a large number of types of 
texture but the process time is still quite long because for each pixel of each level of the 
output pyramid, we are comparing all the pixels in the corresponding level in the input 
pyramid. The complexity is then )( OIO ×  where |I| and |O| are the size of the input and 



output image. That represents an important cost that could be reduced. It is necessary to 
improve the algorithm in order to get a method computing images in an even more 
reasonable time. 
 
2.1.3 TSVQ acceleration 
 
Principle 
 
This is possible to accelerate the process by introducing the quantization of the 
neighborhoods of the sample. To be more precise, quantization refers to the fact of 
substituting the whole set I of neighborhoods by a set of smaller size and in which it is 
easier to find the closest neighborhood of the current neighborhood of the output image. 
The principle is as follows: treating neighborhoods as vectors of a multi- dimensional 
space, computing new vectors to be the closest as possible of the initial set and arrange 
them in a tree structure in order to visit them rapidly. This structure of data is proposed 
by Wei and Levoy in [1], and is called TSVQ (Tree Structured Vector Quantization). 
As training set of vectors, we collect the value of each pixel in the input image and the 
neighborhood associated (for example, for an image with three-color bands and a 
neighborhood 5x5 L-shaped (12 pixels), the dimension of the space will be 
3x(1+12)=39). We aim to construct a tree whose each node contain a vector called 
codeword, the data tree being called codebook. The codewords leaves have to minimize 
the distortion measured with the L2 distance with the training vectors. The first step is to 
compute the centroid of the training set and use it as the root of the tree. To find the two 
children of a codeword, two perturbed centroids are chosen as initial values. Then the 
Lloyd algorithm is used to find the optimal codewords for the two children. This 
algorithm uses iterations:  
- First step: partition of the vectors represented by the parent codeword between the two 
children (a vector is attribute to the nearer children). 
- Second step: new computation of each centroids using each partition. 
- Back to the first step until the decrease of the distortion allowed by the iteration is under 
a chosen threshold (the smaller the threshold is, the smaller will be the global distortion). 
The codewords are divided in two children by this way until the tree achieves the desired 
depth. I chose the depth of the tree as parameter of the quality of approximation of the 
training set (the deeper would be the tree, the less would be the distortion). As the 
iteration of the Lloyd algorithm have a little computation cost and as practically the 
distortion rapidly does not decrease significantly (after less than ten iterations) a Lloyd 
threshold around 1.0E-10 gives as good results as 1.0E-15 or 1.0E-20, with 
approximately the same computation times. It is possible to choose as parameter of the 
quality the number of codewords or a threshold for the distortion created but as I was 
implementing this algorithm in Java, it appeared that a recursive procedure on the nodes 
and does not take in account neither the global distortion neither the codeword which 
would be the better to divide, because the manipulation of pointers is then avoided. It 
presents also the following advantage: it creates a balanced tree, which ensures that the 
cost of the visit of the tree is minimal. 



Once the codebook is written, the search of the best matching pixel is much more rapid 
because it is found by a best-first traversal of the tree. The leaf achieved gives an 
approximate value of what would have been with an exhaustive search. 
So the process is now divided in two phases: the first one is the construction of the tree, 
which did not exist in the previous method and the second is the synthesis itself that now, 
instead of searching for each pixel of the output image the right pixel among all the pixels 
of the sample, visit the tree until the best leaf. 
If the depth of the tree is high enough, all the leaves can be right vectors of the training 
set, so right neighborhoods of the sample and the method does not create distortion. It 
could be very interesting if the size of the output image is much bigger that the one of the 
sample because the time won during the synthesis is important compared to the time lost 
by creating the tree. 
 
Algorithm 
 
A formalization of the algorithm is shown in the Table 2.3 and in the Table 2.4. 
 
______________________________________________________________________ 
function Io ← TextureSynthesis(Ii,outputsize) 

1. Io ← Initialize(outputsize); 
2. Go ← BuildPyramid(Io); 
3. Gi ← BuildPyramid(Ii); 
4. foreach level L from lower to higher of Go 
5.     T ← BuildTree(Go,L); * 
6.     loop through all pixels (x,y) of Go(L) 
7.         C ← FindBestMatchPixel(T,Go,L,x,y); * 
8.         Go(L,x,y) ← C; 
9. Io ← ReconPyramid(Go); 
10. return Io; 

______________________________________________________________________ 
function C ← FindBestMatchPixel(T,Go,L,x,y) 

1. N ← BuildNeighborhood(Go,L,x,y); 
2. Taux ← T; 
3. while Taux is not a leaf 
4.     if Distance(Neighborhood(LeftChild(Taux)),N) 

    < Distance(Neighborhood(RightChild(Taux)),N) 
5.         Taux ← LeftChild(Taux); 
6.     else 
7.         Taux ← RightChild(Taux); 
8. C ← Pixel(Taux); 
9. return C; 

 
Table 2.3: Synthesis algorithm with TSVQ acceleration method. 
 
 
 



Notations 
 
Symbol Meaning 
Ii Input texture sample 
Io Output texture sample 
Gi Gaussian pyramid built from Ii 
Go Gaussian pyramid built from Io 
G(L) Lth Level of pyramid G 
G(L,x,y) Pixel at level L and position (x,y) of G 
T Codebook tree-structured 
 
The new lines in TextureSynthesis are marked by *, they concern the tree structured 
vector quantization. The FindBestMatchPixel function is totally different, because it uses 
a traversal of the tree instead of the loop used in the previous method. 
Each node of T contains a codeword, the set of the vectors represented by the codeword, 
and eventually a left and a right child (Leftchild and RightChild). The functions Pixel and 
Neighborhood give the values of the pixel and the neighborhood corresponding to the 
codeword. 
The lines 1., 2. and 3. of the BuildTree function correspond to the building of the training 
vectors set. 
 
Construction of the tree. 
________________________________________________________________________ 
function T ← BuildTree(Go,L) 

1. S ← null; 
2. loop through all pixels (xi,yi) of Gi(L) 
3.     S ← S + BuildNeighborhood(Gi,L,xi,yi); 
4. T ← InitializeTree(S); 
5. T ← ComputeCentroids(T,Depth); 
6. return T; 

________________________________________________________________________ 
function T ←  ComputeCentroids (T,Depth) 

1. if (Depth>=0) & (T represents more than one vector of S) 
2.     (Leftchild(T),RightChild(T)) ← PerturbedCentroids(T); 
3.     Dist ← Distorsion(Leftchild(T),RightChild(T)); 
4.     PastDist ← ValueMax; 
5.     while (PastDist – Dist) / PastDist > LloydThreshold 
6.         (Leftchild(T),RightChild(T))  ← ReCompute(Leftchild(T),RightChild(T)); 
7.         PastDist ← Dist; 
8.         Dist ← Distorsion(Leftchild(T),RightChild(T)); 
9. LeftChild(T) ← ComputeCentroids(LeftChild(T),Depth – 1); 
10. RightChild(T) ← ComputeCentroids(RightChild(T),Depth – 1); 
11. return T; 

 
Table 2.4. Construction of the tree. 



InitializeTree creates a tree reduced to a root that is the centroid of the training vectors. 
The ComputeCentroids function is recursive (the variable Depth is used to control the 
size of the tree and the end of the process). 
Lloyd Algorithm: The lines 6. to 8. constitute a Lloyd iteration. The variables PastDist 
and Dist (computed with the Distortion function) control the decrease of the distortion. 
The ReComupte function refers to the process of partition of the training vectors between 
the two children and computing newly the centroids. 
 
Illustration 
 
I created an auxiliary program in order to verify the correct processing of the tree 
construction. Vectors in a 2D space are considering because it allows displaying it in an 
easily readable way. Points are randomly created in this space to represent the training 
set. Then the tree is constructed and displayed at the same time, by letting the user view 
all the steps of the Lloyd algorithm. See Figures 2.5.a, 2.5.b and 2.5.c for an illustration 
of the TSVQ considering vectors in a 2D space, where the training set vectors are in 
black. 

 
 (a) (b) (c) (d) 
 
Figure 2.5.a: Lloyd algorithm. The centroids are marked by . They are initialized in (a) 
from the parent vector. (b) represents the first iteration: New centroids are computed from 
the training vectors partitioned by the mediator — in (a). (c) is the iteration number 6 and 
(d) the iteration number 12 for which the threshold is achieved: The algorithm stops. The 
new codewords are marked by . 
 



 
 
Figure 2.5.b: Construction of the tree. Each raw corresponds to a level of the tree. The 
codewords leaves are marked by  and the interior nodes by . The left column shows the 
regions of the training set attributed to the codewords (delimited by lines —). The right 
column shows the tree itself. 



 
 
Figure 2.5.c: Construction of the tree. Each raw corresponds to a level of the tree. The 
codewords leaves are marked by  and the interior nodes by . The left column shows the 
regions of the training set attributed to the codewords (delimited by lines —). The right 
column shows the tree itself. 



General remarks 
 
a. Complexity 
 
Let |I| be the size of the training vectors set, m the depth of the tree. To create a tree 
without distortion, we have to set m to have Im ×= 22  (a balanced tree of n leafs 
contains 2n nodes). Considering the Lloyd iterations, the complexity of the tree 
construction is )()2( IOO m = . 
Let |O| be the number of pixel of the output image. For a single resolution algorithm with 
exhaustive search the complexity of the algorithm in term of computation of 
neighborhoods’ distance is )( IOO × . For the algorithm with tree structured vector 
quantization, the complexity of building is )( IO  and the complexity of synthesis is 

))log(( IOO × , and it was )( OIO ×  for the exhaustive search. So, the synthesis 
procedure can be executed very efficiently, decreasing computation cost substantially. 
 
b. Memory requirement 
 
One disadvantage of this acceleration method is the higher memory requirement. Instead 
of consuming memory to store I×α  input pixels value, it is necessary to store 

Id ××× 2α  pixels to create a full-sized tree where d is the size of the neighborhood. 
But, as textures often have repeating structures, the codebooks can own much less 
codewords than the training set, and so save a part of this memory. The results of the 
Section 4 show that a codebook with a number of codewords equal to less than 10% of 
the number of training vectors is enough to produce images without high loose. 
 
Clearly, the distortion created by replacing a set of vectors by a smaller set will decrease 
the quality and the fidelity of the output image. But combining the TSVQ and the multi-
resolution method, as a tree of constant depth causes less distortion for the levels of low 
resolution, the results of the acceleration are very satisfying, comparing the computation 
time won and the quality lost, as shown in the Section 4. 
 
Discussion 
 
So, the basic method developed as introduction in this section has been well improved. 
Methods using the same background principle have been employed and so they give the 
same result for a same type of texture. 
However, the Wei-Levoy method offers contrasting results. The main reason of this 
contrast is that, using the L2 norm, the produced images present most of time smooth 
transitions. As the human vision is very sensitive to edges, the textures that are composed 
of various small objects (and so many edges) do not give output images of good quality 
and this is the case for most of the natural textures (that often contains leaves, pebbles, 
stems, flowers). Notice that if the texture contains very few different colours (black and 
white images for example), as the algorithm only assigns values already present in the 
input image, edges appear necessarily and the result is good. 



With the TSVQ acceleration, the situation is worse because the general tendency of that 
algorithm is to blur the image. We could imagine to use another norm taking better in 
account the properties of the human vision, but such norms are not yet well-know 
because of the complexity of our perception system and are also much more expensive 
concerning the computation cost. 
The method proposed in the next part is an excellent alternative for the natural textures. 
 
2.2 Ashikhmin algorithm 
 

   
 
 (a) (b) 
 
Figure 2.6: Illustration of the Ashikhmin algorithm. 
 
Principle 
 
During my researches of parallel works, I find a more recent algorithm proposed by 
Michael Ashikhmin in [2], whose principle is as follows: The principle of the previous 
algorithms uses as local information in the output image the values of the pixels already 
assigned. This one uses more information because he also uses the position of the pixel in 
the sample image, whose value was used to assign the output pixel. And the value 
assigned to the current pixel is only chosen among a small number of candidate pixels in 
the sample image. Those candidate pixels are chosen thanks to the pixels that were used 
to assign the value of the pixels in the current neighborhood. The assignation can be 
called coherent. The Figure 2.7 is clearer than the explanation. 



 (a1) (b1) 
 

 
 
 (a2) (b2) (c) 
 
Figure 2.7: Ashikhmin synthesis. The current pixel is marked by  in the output image 
(a2). The pixels  in the current neighborhood were assigned with the values of the pixels 
 in the input image (c). The pixels candidates in the input image (a1) are marked by  

and (b1) represents then with their respective neighborhoods. Those neighborhoods are 
compared with the current one (b2), and the pixel with the most similar one gives the 
value to assign in (c). 
 
Here is a formalization of the way the pixel candidate. Let the position of the current 
output pixel be (x,y) and the positions of the pixels in the neighborhood be (xi,yi) for 

{ }di ,1∈ . The positions (xa
i,ya

i) of the ancestors in the input image of these pixels are 
known (or randomly assigned if the pixel was not assigned). The set of candidates will be 
(xa

i+(x-xi)),ya
i+(y-yi)) for { }di ,1∈ . 

Initially the ancestors’ positions are set randomly in the input image. If the position get 
with this compute is out of the boundaries of the input image, a new random value is 
attribute. 
One of the main effects of this process is to encourage the exact copy of entire parts of 
the input sample (as the small objects evocated in the previous discussion), and is so 
attempting to solve the blurring effect. 
 
 
 



Algorithm 
 
A formalization of the algorithm is shown in the Table 2.5. 
 
Notations 
 
Symbol Meaning 
Ii Input texture sample 
Io Output texture sample 
I(x,y) Pixel at position (x,y) in image I 
A Table saving the positions of the ancestors pixels 
 
______________________________________________________________________ 
function Io ← TextureSynthesis(Ii,outputsize) 

6. Io ← Initialize(outputsize); 
7. A ← AncestorsInitialize(Ii); * 
8. loop through all pixels (x,y) of Io 
9.     C ← FindBestMatchPixel(Ii,Io,x,y,A); 
10.     Io(x,y) ← C; 
11. return Io; 

______________________________________________________________________ 
function C ← FindBestMatchPixel(Ii,Io,x,y) 

10. N ← BuildNeighborhood(Io,x,y); 
11. Nbest ← null; 
12. C ← null; 
13. loop through all pixels (xi,yi) in the neighborhood of (x,y) * 
14.     (xc

i,yc
i) ← ComputeCandidate(A,xi,yi,x,y); * 

15.     Ni ← BuildNeighborhood(Ii,xc
i,yc

i); 
16.     if Distance(Ni,N)<Distance(Ni,Nbest) 
17.         Nbest ← Ni; 
18.         C ← Ii(xi,yi); 
19. return C; 

 
Table 2.5: Ashikhmin algorithm. 
 
The new lines in respect of the Wei-Levoy single resolution algorithm are marked in *. 
The line 2. refers to the creation of the table by assigning random positions. The loop (4.) 
in the FindBestMatchPixel function is now among the pixels in the current neighborhood. 
The line 5. allows determining the pixel candidate corresponding to the pixel in the 
neighborhood treated. 
 
 
 
 
 



General remarks 
 
a. Computation time 
 
This method presents also the advantage of being even faster because a small number of 
neighborhoods is compared with the current one and the operation distance is the heavier 
in question of time. As the results are really good even with neighborhood of small size, 
the computation time of this method is very interesting, even if no special acceleration is 
implemented, as it appears necessary for the Wei-Levoy method.    
 
b. Memory requirement 
 
This algorithm is quite heavy in terms of memory because it requires a table of points of 
the size of the output image. But it keeps very reasonable. If memory resources are small, 
it is possible to limit this memory requirement in the case of scan line order, by using a 
sliding table saving the positions of the ancestors of the pixels synthesized in the last few 
lines. 
 
c. Duplicate pixels 
 
As the objective is to copy entire parts of the sample, it occurs very often that the 
candidates deriving from different pixels in the current neighborhood are the same. It 
does not import and it is not necessary to search the best pixel among a list without 
duplicate pixels. More, it would need more comparisons between neighborhoods and 
increase the computation time. 
 
d. Size of the sample 
 
Notice that the size of the sample does not influence the computation cost in any way. 
More, the bigger is the input image, the less random positions are assigned during the 
process (when the candidate becomes out of the boundaries), the bigger are the entire 
parts of the sample copied, and the higher the fidelity of the produced image is.  
 
e. Multi-resolution 
 
It is possible to use this algorithm in a multi-resolution way. It appeared useful to me for 
the smooth textures. The multi-resolution implementation allows to produce a low 
resolution image with the general structure of the texture, because even a small 
neighborhood can grab it from the sample, and the image is afterwards use to produce the 
higher resolution ones that then do not present so many irregularities than in the single 
resolution algorithm. 
Few new adaptations are needed to implement this algorithm in multi-resolution. The 
main change is that when we save the position of the pixel pi used to assign the pixel p, 
we have to set the ancestors of the children of p as the children of pi in the higher 
resolution level. 



It appeared that the multi-resolution algorithm allows to be efficient also this method for 
smooth textures, even if the Wei-Levoy method remains better because for smooth 
textures, the Ashikhmin method creates edges (even small) in the output image and they 
are well perceived by the human eye and the impression is not so good. 
 
The results of this method are commented in the Section 4. For the natural textures class, 
the results are very good, and generally even satisfying for some smooth textures. More, 
the computation times are very low. 



3 Applications 
 
Synthesis order. 
 
All the methods used till now use a scan line visit of the output pixels. Although it 
produces very good results, it seems to be a very artificial way to create the image. As 
explained in [4], for some applications of the texture synthesis, the scan line order 
becomes inappropriate; it is the case when the orientation of the space changes depending 
of the current position. Indeed, the scan line order loses any sense when the information 
of up, right, down, left varies among the output image. As I studied synthesis of surface 
introducing such variation, it was necessary to introduce another order of visit. 
The order that appear to be the fitter is the random order, proposed by Wei and Levoy in 
[4]. And with the following changes in the synthesis process it gives actually near results. 
The neighborhoods used are now symmetric because there is no favorite direction 
anymore (it is one of the advantage of this synthesis order). So the pixels picked in the 
output image to build the current neighborhood are either already assigned or not, 
depending if they were visited before in the random order or not. In order to have a 
greater quality a two-pass algorithm is set: the first pass build the current level of the 
output image using the lower one (I used an up scaling transformation, which is 
equivalent to imaging that the pass is done in the same way than the previous methods 
but using only multi-resolution neighborhoods only containing pixels of the lower level) 
except for the lowest one were the white random noised image is used, the second pass is 
classic, but at the beginning all the values of the pixels are already coherent, because 
coming from the lower level synthesis. This order is compatible both with the Wei-Levoy 
method and with the Ashikhmin method (here the multi-resolution implementation is 
useful too).  
The results of this method are quite satisfying, even if it requires sometimes 
neighborhood a little bigger. More, for some types of textures the results are 
disappointing comparing to the scan line order. But the main advantage of this random 
order and symmetric neighborhoods will be clear in the application of distorted synthesis. 
 

    
 
 (a) (b) (c) (d) 
 
Figure 3.1: Comparison of the synthesis orders. (a) and (c) were produced in the scan line 
order though (b) and (d) in the random one. 



3.1 Distorted synthesis 
 
This is another way to control the result of the synthesis. Here the objective is to modify 
the orientation and the scale of the texture structures. The additional input parameter is a 
table with information representing the local distortion in the output image. I used a table 
of the output image size, each element containing an angle value and an intensity value. 
One might want that the texture in the output image would be conformed to the sample 
one but locally oriented and scaled respecting these previous values. This is an approach 
of the texture synthesis on volumes representation because in this case the texture is not 
produced uniformly with the same orientation and scale, depending of the position of the 
current point, the orientation of the local surface… 
The idea is to consider during the process a current output neighborhood of variable 
shape. The number of elements in the neighborhood remains the same during the process, 
but the angle and the size of the shape used to compute the elements in the neighborhood 
are varying with the current pixel. Only the output neighborhood changes, the input ones 
to be compared with keep the same shape (it is necessary for example using the tree 
structured vector quantization). Figure 3.2 illustrates this method. 
 
 (a1) (b1) 
 

 
 
 (c) (a2) (b2) 
 
Figure 3.2: Using the table (c) containing the distortion information, and the original 
neighborhood shape, the pixels marked in , each one corresponding to one or more 
positions in the neighborhood are computing. The set of pixels (b2) get by this way is 
compared with the input neighborhoods (b1) computed as usual from the sample image 
(a1).  



   
 

(a) (b) (c) 
 
Figure 3.3: Distorted synthesis of the texture sample (a) using the distortion table (b) to 
the output image (c).  
 
Figure 3.3 shows the type of image that can be produced thanks to this application. Some 
results more are presented and commented in the Section 4. The results of this method are 
quite satisfying but with some reserves. First as we are using random order, it is a 
constraint to use only texture for which it operates well. Second, as the size of the 
neighborhood is often quite small in general with these algorithms, the distortions applied 
to the shape are not well rendered. 
 
3.2 User control 
 
Here is an interesting application offered by the Ashikhmin method. The objective is to 
control the output image by imposing the synthesis to collocate the different features of 
the sample image in different parts of the output image. The most intuitive way to set this 
control is to use a “target” image with the main color of one feature in the part where we 
want the feature to be more present. As an initial white random noised image produces an 
output image where the various structures are spread with the same probability that in the 
sample image, an initial image deliberately containing uniform parts will produce a 
controlled output image. The source of this target image can be completely arbitrary, e.g., 
a hand drawn picture, a photograph, or a computer generated rendering. 
If one has a target image as a part of an input to the algorithm, the main change required 
is that during the synthesis one considers the complete square neighborhood of a pixel 
instead of the L-shaped casual one (Figure 3.4). The synthesis order is here the scan line 
order. The candidates in the input image are found as before, based only on the already 
assigned pixels in the causal L-shaped top part of the neighborhood. Computing the value 
used to choose the best candidate proceeds now in two steps. First, as in the basic 
algorithm, pixel-by-pixel L2 difference of the top L-shaped parts of the neighborhoods in 
the input and output images is computed. Then is added the L2 difference between the 
pixels in the bottom part of the candidate neighborhood in the input texture and pixels in 
the target image which location corresponds to bottom-L half of the output neighborhood 
under consideration. That last addition reflects the user control. 
 
 
 
 



 (a1) (b1) 
 

 
 (c) (a2) (b2) 
 
Figure 3.4: Synthesis control algorithm. The pixels candidates are still elected as shown 
in (a1) and (a2) considering the pixels in the current L-squared neighborhood because they 
were already synthesized (gray part in (b2)). But now, a symmetric neighborhood is used 
to compare them with the current one, as shown in (b1) and (b2). The information of the 
target image (c) is indeed taking in account. 
 
For some cases a single pass of the described algorithm is enough to create a texture that 
sufficiently conforms to the target. If a greater similarity is desired, one or more further 
iterations of the algorithm can be performed with each next iteration using the result of 
the previous one as the starting point of the synthesis. That is, instead of initializing the 
array of ancestors to random valid locations at the start of an iteration, we use the 
information computed at the previous pass. During these additional passes the candidate 
list is created based on full square neighborhood (and no more L-shaped one). The 
number of iterations necessary to get an image conformed to the target is very depending 
of the texture. The best way is to simply let the user choose the number of iterations and 
let him increase it if he is not satisfied. 
 
 



   
 
 (a) (b) (c) 
 
Figure 3.5: Illustration of the application possibilities. The sample (a), the target image 
(b) and the output image (c). 
 
More results are presented in Section 4. The results of this method are very good in 
general. Both the inputs are respected: the output image really presents a similar texture 
though the target image is truly recognizable. 



4 Results 
 
In this section are presented the results of the different methods, depending of the 
algorithms and parameters. Comparisons of running times are made, they were measured 
with a Pentium III 800 MHz processor, the code being implemented in Java JDK1.3. 
 
4.1 Wei-Levoy single resolution algorithm 
 

    
 

(a) (b) (c) (d) 
 
Figure 4.1: Synthesis results with different neighborhood sizes from the same sample 
image (a). The neighborhoods are each time causal and their size are 5x5, 7x7, 9x9, 
respectively for (b), (c) and (d). For each image, the smaller details (there the transition 
from green parts to dark ones) are good, but the smaller the neighborhood is the less the 
size of the green shapes (which represents properties of low frequency) is satisfying. The 
texture quality gets better when the neighborhood size increases. However, the 
computation cost also increases. One might notice the difficulty to synthesize the first 
lines, even with a 9x9 neighborhood. This problem would disappear with the multi-
resolution method. 
 
 



4.2 Wei-Levoy multi-resolution 
 
 

  
 

  
 

  

  
 

  
 

  
 

 
Figure 4.2: Multi-resolution results. Images produced with a 3-level pyramid (1,1/2,1/4) 
with the neighborhoods {5x5}, {5x5,3x3}, {5x5,3x3} from the lower to the highest 
resolution level. As well the general structures as the details of the texture at left are 
present in the output image at right. 
 
This method is far more efficient. For example an image produced with the multi-
resolution neighborhoods {5x5}, {5x5,3x3}, {5x5,3x3} is equivalent to image produced by 
the single resolution neighborhood {19x19}, but the running times are very different. See 
Table 4.1. 
 
Method Process time 
Single resolution 19x19 6240 
Multi resolution {5x5}, {5x5,3x3}, {5x5,3x3} 2190 seconds (5+240+1945) 
 
Table 4.1: Running time for a sample of size 64x64 and output image of size 128x128. 



4.2 Wei Levoy multi-resolution with tree structured vector quantization 
 

   
 

   
 

   
 

   
 

   
 

   
 

   
 

   
 

Figure 4.3: TSVQ multi-resolution algorithm. For each texture are presented in that order 
the sample, the multi-resolution output and the accelerated multi-resolution output. The 
first three samples are 64x64 (neighborhoods {5x5}, {5x5,3x3}, {5x5,3x3}, tree of depth 
8) and the other are 96x96 (neighborhoods {9x9}, {9x9,5x5}, {5x5,3x3}, tree of depth 9). 
In the majority of those examples, the result of the acceleration is quite satisfying with 
few less of precision. However, there are cases where, a blurring effect is produced by the 
acceleration. 
For a sample image of size 64x64 (96x96 resp.), a tree of depth 8 (9 resp.) means a 
reducing of the information to 6,25% (5,5% resp.). But as the textures present the 
characteristic of being highly repetitive, those low percentages are generally a low 
handicap in term of quality. But they are a high advantage in term of computation cost. 
 
Method Process time 
Single resolution 19x19 10240 seconds 
Multi resolution {5x5}, {5x5,3x3}, {5x5,3x3} 2190 seconds 
TSVQ multi-resolution {5x5}, {5x5,3x3}, {5x5,3x3} 
depth: 8 

161 seconds 
30(quantization)+131(synthesis) 

Table 4.2: Running times to synthesize a 128x128 image from a 96x96 sample. 



4.3 Ashikhmin single resolution 
 

  
 

  
 

  
 

  
 

  
 
Figure 4.4 (See commentary next page) 

  
 

  
 

  
 

  
 

 



 
Figure 4.4 (previous page): Ashikhmin single resolution algorithm with neighborhood of 
size 3x3. Those examples show the high quality results of the Ashikhmin method. As 
those textures are composed of small objects well separated, the copy of patterns gives a 
very good impression, since the cuts do not disturb the perception because they already 
exist in the texture sample. 
 

    
 

    
 

    
 
Figure 4.5: Single resolution Ashikhmin method, comparison between neighborhoods 
3x3 and neighborhoods 9x9. Since the computation cost remains very reasonable, this 
allows to grab the regularity of the texture, for those types of geometric images. 
 
 



4.4 Ashikhmin multi-resolution 
 

    
 

     
 
Figure 4.6: Multi-resolution Ashikhmin method, with neighborhoods {9x9}, {9x9,5x5}, 
{5x5,3x3} (from the lower to the higher resolution), comparing to neighborhoods 3x3 and 
9x9. Without expend the running time comparatively to the 9x9 neighborhood, this allows 
to gum the irregularities created by the cut between two parts of the sample copied to the 
output image, for this type of smooth textures and give better results. 
 
Method Process time 
WL Single resolution 19x19 10240 seconds 
WL Multi-resolution {5x5}, {5x5,3x3}, {5x5,3x3} 2190 seconds 
WL TSVQ multi-resolution {5x5}, {5x5,3x3}, {5x5,3x3} depth: 8 161 seconds 
A Single resolution 3x3 1 second 
A Single resolution 9x9 14 seconds 
A Multi-resolution {5x5}, {5x5,3x3}, {5x5,3x3} 12 seconds 
Table 4.3: Running times of the Wei-Leoy (WL) and Ashikhmin (A). 
 

    
 

    
 
Figure 4.7: Limits of the Ashikhmin method. None of the parameters set used above 
produces satisfying results for these textures. Even increasing more the size of the 
neighborhoods, the quality does not improve significantly. 



4.3 Comparison of the two algorithms results 
 

   
 

   
 

   
 

   
 

   
 

     
 
Figure 4.8: The both methods have their favorite domain of textures. The Wei-Levoy 
method is more adapted to the synthesis of the smooth textures (or black and white) 
though the Ashikhmin method gives good results for natural textures. The computation 
time is in favor of Ashikhmin. The results of Ashikhmin method for smooth textures are 
better than results of Wei-Levoy method for natural one. 



4.4 Random order 
 

   
 

   
 

   
 

   
 

   
 
Figure 4.9: Wei-Levoy (first two) and Ashilhmin (last three) methods with random order 
visit of the output pixels, using non-causal neighborhoods, comparing to the scan line 
method. The sizes of the neighborhoods from the lower to the higher resolution are 
{11x11}, {9x9}, {7x7}. The results are equivalent for some of them to worst for others. 



4.5 Distorted synthesis 
 

   
 

   
 

 

 

  
 
Figure 4.10: Examples of distorted synthesis. The column (a) is the sample, the column 
(b) displays the distortion information and the column (c) is the result of the synthesis. 
The first was realized with the Ashikhmin method and the other with the Wei-Levoy 
method. So, this application is compatible with both the methods. 
 
It is an interesting application that is an approach of more advance works, because it 
takes place both in the texture synthesis domain and in the texture mapping domain. 



4.6 User Control 
 

   
 

     
 

   
 

   
 
Figure 4.11: User control. Some examples of the control method implemented. 
 

    
 (a) (b) (c) (d) 
 
Figure 4.12: User control multi-pass. Sometimes, the result after one pass is not 
satisfying. More iterations of the algorithm can improve it. With the sample (a) and the 
target image (b). The results c) and (d) are with 1 pass and 20 pass respectively. 



5 Conclusion 
 
Texture is an important aspect of the computer graphics and has many applications in 
image processing. However, is very difficult to develop a general process to synthesize 
textures. Many various works exist about this topic and it is today a great field of 
research. Both the studies I treat here are interesting because of their efficiency and easy 
use.  
The first, from Wei and Levoy, attempts to provide a very general algorithm adapted to 
any type of texture. The second, from Ashikhmin, concentrates the effort on the wide 
class of the natural textures. Their efficiency in computation time is interesting because 
allows the synthesis on any PC and workstation in reasonable time. Their respective 
defects are opposed: The first tends to blur the images, producing output images 
smoother than necessary, although the second produces sharp cuts in the output image 
that are prejudicial if the texture sample is quite smooth. As texture represents such a 
wide variety of images, the generality of the algorithm is certainly a handicap and better 
results are allowed by choosing the type of algorithm in respect of the type of texture 
synthesized, because the processes at the origin of the textures are very various and 
modeled them only by one model seems an inaccessible challenge.  
The applications implemented show the interest of the work on texture synthesis. Using 
an algorithm of texture synthesis and adding new parameters, and we combine texture 
synthesis and texture application at the same time: we are already construct the image the 
texture was destined to. It is an advantage more in favor of the texture synthesis 
comparing to the textures imported form photographs or hand-drawn images. 
The extension of the application of distorted synthesis is the texture synthesis over 3D 
meshes. Wei and Levoy present such a work in [4]. It allows representing directly a 
volume shape in 2D view with the texture chosen. As the scan line order and the random 
order were studied, one might also imagine an order following a fill space curve that 
could be a more coherent approach, because the correlation between near pixels would be 
more taking in account. 
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Appendix 1 
 
Presentation 
 
From the beginning of my work, as I was manipulating various images as the sample 
image, the white noised image, the result image and various parameters too, the need of 
an interface has quickly appeared and was each time more important with the use of multi 
resolution, the user control… So as I was developing the methods for the algorithms, I 
created an interface able of loading, saving, displaying images and setting the different 
parameters, which was very useful to test the program itself. 
I used for it a the swing package of Java which allows to create frame and various other 
components as menus, tool bars, scroll panes, windows of dialog… The accessibility of 
such tools in Java is one of its advantages, with the possibility to make the class easily 
available on the Internet, what I had in mind. This part of the work was interesting too 
because I learned using these tools myself and I know now how to build such 
applications which is really very useful to put in light the work done. 
At the end I succeed to elaborate a quite fine user interface, with a classic face, and so, 
immediately usable, and allowing to act on the most part of the parameters of the 
algorithms, whose normal appearance is the following: 
 

 
 
Setting 
 
The first part of the settings concerns the parameters of the synthesis. They can be 
divided in two categories: on one hand the algorithm used and the parameters associated 
and on the other hand the multi resolution parameters. 
The following window obtained in the menu Parameters/Method allows the user to 
choose the method that will be used to synthesize the image: 
 



 
 
The first choice is between the three different methods implemented of research of the 
best pixel to collocate at the current position of the output image, the exhaustive research 
among the input image pixels, the construction and use of a quantization structured in 
tree, and the research among some pixels well chosen (called Memory). In the case of the 
TSVQ, the main parameters are settable: the depth of the tree and the threshold under 
which the algorithm of Lloyd stop. The second choice concerns the way to visit the pixels 
of the output image, one is using a scan line order (from the left upper corner of the 
image to the right bottom one, horizontally) and the other is the random order that needs 
a double pass algorithm. 
The user can also choose to use multi resolution or not and even in the first case the 
height of the pyramid used. Then he has to choose the sizes of the neighborhoods used at 
each level of the pyramid that are asked in new windows of dialog. The character of 
causality or non-causality of the neighborhood is automatically defined to be the most 
adapted at the method employed. 
 
The other part of the settings is the image sample naturally and the control or not of the 
image used initially to synthesize the output image. The user can load any image of the 
type bitmap, jpeg or gif by the open button or by the menu file/open. Once loaded the 
image is displayed in the left part of the window. He can also choose to do some control 
of the output image by substituting the random image generated by any image (of the 
same types than those required for the sample image), this calls the second application 
implemented. He can also choose to add a distortion tab to generate a picture whose 
space is not uniform. All of this is available in the menu Parameters/Control. 
Some general information about the program and some help are accessible too from the 
interface.  



Once all these parameters are set as convenience the synthesis is launched by pressing the 
synthesis button. A bar of time appears then for each step of the algorithm to represents 
the happening of the processing. 
 
Results 
 
Once the synthesis of the output picture is over, the image appears in the right part of the 
frame. The complete information of this synthesis is available in the window info.  In the 
case of a multi resolution synthesis it could be very interesting to see the different levels 
of the pyramid which representing the steps of the processing. So a button allows 
displaying the three pyramids: the one of sample image, the one of image used to initiate 
the synthesis and the one of the result image. If an image is too large to be displayed in a 
component, scroll bars appear to navigate over the whole image. The information about 
the synthesis is so summarized in those two windows: 
 

 
 

 
 
So all these options give the user an important interaction with the core of the program 
and give it an attract more. 


